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Abstract

The existence of an area-minimizing oriented hypersurface spanning a given boundary is

guaranteed by compactness properties of the integral currents. Such methods, however, give

no way to explicitly find the surface. Here we approach the problem of finding an absolute

minimum through the duality between maximum flows and minimum cuts. We prove a

new “crystalline approximation” theorem showing any hypersurface can be approximated

by polygons with restricted orientations, namely facets from a certain cell complex. This

allows us to approximate the continuous minimum surface problem by a flow problem on a

finite network. Special algorithms for this linear programming problem make it practical to

solve.

Preparing to prove our approximation theorem, we give an improved proof of the Besicov-

itch covering theorem, related to sphere packings. We also initiate a study of the multiplicity

of sphere coverings, often useful for extending local analytic results. We give a new analysis

of algorithms for minimum-cost circulations, in terms of minimal surfaces.

We prove several improved versions of the cubic deformation theorem, a standard result

in geometric measure theory. Then we review some results bounding the curvature of area-

minimizing surfaces in low dimensions, and we supply enough details to compute explicit

constants.

Our main theorem is obtained using a new technique to replace arbitrary currents by set

boundaries (in an appropriate covering space). We then take a level set of a smoothing of

the characteristic function, to get an approximation to the surface with certain curvature

bounds. This can, in turn, be approximated by facets from a multigrid (the cell complex we

use), still without much increase in mass. Thus, in particular, the area-minimizing surface

on any boundary has a good approximation in our cell complex, and we can find this quickly

by our flow algorithm.

Some earlier techniques have been able to compute area-minimizing surfaces on bound-

aries which are extreme, but ours is the first to handle arbitrary boundary cycles, like knotted

curves. Many minimal surface results are much harder to prove for surface energies other

than area (like elliptic and crystalline intergrands), but our construction works equally well

for all such energies.
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Introduction

The existence of area-minimizing oriented hypersurfaces spanning a general boundary cycle

in Euclidean space is guaranteed by compactness arguments on the abstract functional space

of integral currents. Given this existence result, various regularity theorems further show

that in low dimensions such a least area surface is a smooth minimal submanifold.

These general arguments do not, however, provide any explicit constructions for area-

minimizing surfaces. Even given a minimal surface spanning the boundary, it is hard to

check if it is globally area-minimizing. Calibrations or global retractions onto the surface

can sometimes provide affirmative answers, but these methods have mostly been useful in

higher codimensions, where even curved surfaces can be calibrated by constant calibrations.

Motion by mean curvature has been studied extensively [Bra1], and can be modeled

computationally. (Matt Grayson [Gra] has modeled motion in the plane; Ken Brakke [Bra2]

has developed a program to find surfaces in three dimensions.) Thus we can guess a possible

topology for a minimizing surface, supply an initial surface in this class, and reduce its area

with motion by mean curvature, until we find a stable surface. Again, however, it is difficult

to tell if the result is a global minimum. We must in general try all possible initial topologies,

and then hope one of the minimal surfaces we find is the best one.

Here we approach the problem of finding an absolute minimum surface through the

duality between maximum flows and minimum cuts. If we restrict attention to hypersurfaces

built up of the facets from a cell complex, then finding the smallest such surface is a linear

programming problem. In fact it is equivalent to the minimum-cost circulation problem.

Special algorithms for this problem make it easy to solve in practice.

Our main result is a new finite, or crystalline, approximation theorem showing any hy-

persurface can be approximated by polygons in the finite set of facets of an appropriate

cell complex, with restricted orientations and positions. This allows us to approximate the

continuous problem by our flow problem on a finite network.

Harold Parks [Par] has also developed a quite different algorithm for finding oriented

area-minimizing surfaces (or surfaces minimizing elliptic surface energies). It is also based in

some sense on the same duality, which had been exploited earlier for theoretical purposes by

Ennio DeGiorgi and others. Our method is more general in several respects. It can handle

boundary curves which are not extreme: although in some of our approximation steps we

make use of the fact that locally a hypersurface is a boundary, we do not need this to be true

globally for our algorithm to work. Furthermore, it will handle nondifferentiable crystalline
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surface energies (as well as elliptic ones) just as easily as area.

Chapter 0 collects some inequalities that will be useful later. Most of these are standard

results, but we want to present them so the reader will have no doubt what we mean by

“Young’s inequality” or “Cauchy’s inequality”. We do not give derivations for all of them,

but have tried to provide elementary references where these can be found.

Bounds on sphere packings and coverings are given in Chapter 1. We will need these

results several places later. Some parts of this chapter simply collect best results known

from the literature, but there are several new results here. The Besicovitch covering theorem

is central to much of modern geometric analysis, being much more easily applicable than

classical results like those of Vitali. We give an new proof of this theorem, which isolates

the necessary “fudge factor” involved in ε-controlled families from the shell argument which

bounds the Besicovitch constant. In fact, we show that finding this constant is equivalent to

a sphere packing problem, and give for the first time good bounds.

Many results in analysis can be proved on small balls, and are extended throughout space

by a covering. Often the important constant is the maximum multiplicity of this covering.

This multiplicity, however, has not been studied in the sphere packing or geometric analysis

literature. In Section 1.1 we initiate this study, and prove several useful bounds on covering

multiplicities.

Chapter 2 shows how our discrete approximation to the minimal surface problem, namely

finding a minimum surface within a cell complex, is equivalent to the minimum-cost flow

problem. Several algorithms for this problem are known; we discuss some of these, inter-

preting them in terms of the minimum surface, rather than the usual economic model. We

give some new bounds for running times appropriate for our case of the problem.

In Chapter 3 we describe possible cell complexes used to define our allowed polygons for

approximations. In particular, we will use multigrids, which are obtained by slicing space in

each of many directions with equally spaced parallel planes, as if we were overzealous with

an egg slicer. We show how to approximate flat planes, and surfaces with almost constant

normal vector, in multigrids. We also discuss some simpler complexes for which the algorithm

will run much faster, but in which there are still decent approximations.

Chapter 4 starts with a review of some basic results from geometric measure theory. The

cubic deformation theorem is a central result, used to prove the compactness result mentioned

above and simple isoperimetric bounds. We analyze the usual proof of this theorem, and

obtain constants which are drastically better than the best ones previously published. (We

get for instance O(n3/2) instead of O (n2n) for hypersurfaces.) We also give an extension

of this result to arbitrary cell complexes, and mention a new approach for deforming one-

dimensional currents.

We use compactness and the strong approximation theorem, together with our result

for flat planes, to show that any current (of any dimension) can be approximated well in a

multigrid. This is the first version of our crystalline approximation theorem. However, the

use of compactness prevents us from getting explicit constants. To figure out which multigrid

is necessary to get, say, 5% accuracy, we need to use different methods. Thus we show how
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to patch together the multigrid approximations on different almost flat regions of a surface,

as long as the curvature is bounded, and how to patch across more highly curved regions or

to the boundary.

In Chapter 5 we obtain curvature bounds for hypersurfaces. For the case of area-

minimizing surfaces in dimensions up to 6, [SSY] gives a pointwise curvature bound, using

partial differential equations satisfied by the norm of the second fundamental form. We re-

view these arguments, and supply missing details in order to calculate the bound numerically

for the first time. The results are slightly disappointing, being most likely many orders of

magnitude worse than optimal.

Although we are interested primarily in showing that a minimal surface has a good

crystalline approximation, in order to use the flow algorithm to find it, we want our theorem

to apply to all surfaces. Thus for more general surfaces, we use a smoothing technique to

get an approximation whose curvature is bounded over most of its area. This involves a new

way to break up any current into pieces which are set boundaries (even if its boundary cycle

is not extreme) so that we can use convolutions to smooth a characteristic function.

Finally, Chapter 6 obtains our main theorems by combining the results of the previous two

chapters. Here we also discuss how to extend our results to energies other than surface area.

The usual minimal surface existence and regularity theorems depend heavily on the fact that

the energy being minimized is exactly surface area. Results even for other elliptic integrands

are weaker and harder to prove, and the character of the problem changes completely for

crystalline integrands. Our minimization construction, however, works for all these energies.

It might be hoped that further understanding of crystalline approximation might even lead

to new results about true crystalline minima.
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Chapter 0

Standard Inequalities

There are several fairly standard inequalities to which we will want to refer several times.

These are described here for future reference. We do not give full derivations, although we

have tried to provide textbook references where possible.

0.1 Hölder’s inequality.

Hölder’s inequality (cf. [Roy, §6.2]) says that∫
ab ≤ ‖a‖p‖b‖q,

where 1
p

+ 1
q

= 1, and the Lp norm is defined by

‖a‖p =

(∫
|a|p
) 1

p

.

We will always use the notation ‖ · ‖p for this Lp norm. We often omit the measure when

writing an integral, when it is clear from the context or when the statement is true for

any measure, as here. For the simplest case p = q = 2, this inequality is named variously

after Cauchy, Schwartz and Bunyakovskĭı. We will refer to this case, (
∑
ab)2 ≤

∑
a2
∑
b2,

as Schwarz’s inequality, and the related result combining the arithmetic-geometric mean

inequality, 2a · b ≤ εa2 + ε−1b2 (true for any ε > 0) as Cauchy’s inequality.

Taking b = 1, p = r/s and a = f s in Hölder’s inequality shows that on a region of finite

volume,

‖f‖s ≤
(∫

1

) r−s
rs

‖f‖r (1)

for any s < r.
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0 a

b f(x)

Figure 1. Young’s inequality says the area of the rectangle is less than the sum of the areas on

either side of the graph.

0.2 Young’s inequality.

Young’s inequality [EDM, Appendix A, Table 8] says that if f is an increasing function with

f(0) = 0, then

ab ≤
∫ a

0

f +

∫ b

0

f−1,

with equality iff b = f(a). This is easily seen from a graph of f by considering the area on

either side of the graph within an a× b rectangle (see Figure 1). For the particular case of

f(x) = xp−1 we find that
ap

p
+
bq

q
≥ ab (2)

where, as usual, q = p
p−1

. Another version of this inequality says that given any two exponents

s < r and ε > 0 then there is a constant C such that

xsyr−s ≤ εyr + Cxr. (3)

To get this result, we can take p = s and a to be a multiple of xr/s in (2), or simply maximize

the function (xs − ε)/xr. We find that we can take

C = ε
s−r
s

s

r − s

(
r

r − s

)−r/s
.

0.3 Sobolev’s inequality.

A less elementary inequality is Sobolev’s inequality, which bounds an Lp norm of a function

in terms of a different Lp norm on its gradient [Mrr, §3.5]. We must assume that the function
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has compact support, since the idea is to bound the function pointwise by integrals of its

partial derivatives. The basic inequality says that if f has compact support in IRm then

‖f‖ m
m−1
≤ C‖∇f‖1, (4)

where C is the constant
√
m. Actually, we will need this inequality not for IRm but for some

minimal m-dimensional hypersurface in IRn. Michael and Simon have shown [MS] that the

same inequality (4) still holds in this context, but now with

C =
4m+1

α
1/m
m

,

where αm is the volume of the unit m-ball (cf. Proposition 1.1).

We can apply (4) to various powers of f , to get bounds for other Lp norms. In particular,

when m > 2, we can use f 2t, t = m−1
m−2

, and find, with s = m
m−2

, that

‖f‖2s ≤ Cs‖∇f‖2, Cs =
22m+3(m− 1)

α
1/m
m (m− 2)

.

For m = 2, this argument will not work directly, but for any s > 1, we can apply (4) to f s

and then use (1) to conclude that

‖f‖2s ≤ sC‖∇f‖2 s
s+1
≤ sC

(∫
1

) 1
2s

‖∇f‖2, (5)

where C again can be taken to be
√

2 if we are in IR2 and 64/
√
π on a minimal submanifold

of IR3.

0.4 Simultaneous probabilistic bounds.

If we know the average value of a function g on some set is g, then clearly there is some point

where g ≤ g, and some point where g ≥ g. But if g is nonnegative, then we can actually

bound g pointwise on an arbitrarily large fraction of the domain. If g ≥ 0 everywhere, then

for any p > 1, g cannot exceed pg on more than 1/p of the domain, since otherwise, even if

g was 0 everywhere else, its average would be greater than g. Taking for instance p = 2, we

see that g cannot exceed its mean value on more than half the set; the median value is less

than the mean. Suppose we have two nonnegative functions g and h on a measure space,

and 1/p+ 1/q = 1. Then this discussion implies there is some point where neither function

is too big compared to its average:

∃x g(x) ≤ pg h(x) ≤ qh.

In fact, the same argument proves the following proposition, which I believe deserves to be

more widely known; special cases are used many places, but almost always just re-derived

on the spot.
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Proposition 0.1. Suppose we have any set of nonnegative functions gi on a probability

space, with averages gi. Given any numbers λi summing to 1, then there is a point x where

gi(x) ≤ gi/λi.

holds simultaneously for all i.

0.5 Tail estimates on the binomial distribution.

We will need a simple estimate on the tail of a binomial probability distribution. If the

probability of heads is p and the probability of tails is q := 1 − p, then the probability of

getting at least M heads in N trials is

p(N,M) =
∑
m≥M

pmqN−m
(
N

m

)
.

The ratios between successive terms decrease, so if p is small enough (p < M/N) that the

first term is the largest, this sum is bounded by a convergent geometric series with ratio

pN/qM , and we have

p(N,M) <
pM
(
N
M

)
1− pN/qM

<
pMNM

M !(1− pN/M)
.

Now by Stirling’s formula [Ahl, §5.2.5], we can approximate M !, and get

p(N,M)1/M <
pNe

M

(√
2πM(1− pN

M
)

)−1/M

.

If M is large, then we can replace the last factor by 1, and obtain the following proposition.

Proposition 0.2. If M > 2pN , then the probability p(N,M) of getting at least M heads

in N trials satisfies

p(N,M)1/M <
pNe

M
,

where p is the probability of heads for each trial.

In fact if N is large, M need only be slightly greater than the expected value for this to hold;

it does not need to be twice as large. We will not need the sharpest result, so we omit the

details.
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0.6 Notation for asymptotic growth.

Let us fix some notation for the asymptotic behavior of nonnegative functions. The notation

O () is in common use, but there are slight disagreements about exactly what it should mean.

We will follow Knuth’s recommendations [Knu], even though some might object that our

statements like f = O (g) leave it unclear whether O is supposed to mean a function or a

set.

If f(n) and g(n) are functions whose behavior as n→∞ interests us, then we will say

f is O (g) if lim
n→∞

f/g <∞,

i.e., if f is less than some constant times g except for small n, or equivalently (as long as

lim g > 0), if there are constants a and b so that f < ag + b for all n. We say f is Ω(g) if g

is O (f), and say f is Θ(g) if f is O (g) and Ω(g), i.e., the ratio between f and g is bounded

above and below for large n. This means that f and g have the same order of growth.

A stronger condition than Θ, f ∼ g means that even the constant out front is right:

f ∼ g if lim
n→∞

f/g = 1.

To bound a function, we can say f = o(g) to mean that lim f/g = 0. Thus, for instance,

saying f ≤ g(1 + o(1)) is equivalent to saying there is some h with f ≤ h ∼ g. For very

rapidly growing functions, we also want a weaker condition than Θ. We will say that f grows

exponentially to base b if

log b = lim
n→∞

1

n
log f(n).

This means that f(n) = (b± o(1))n, and that f(n) = O ((b+ ε)n) for all ε > 0. However, f

is not necessarily Θ(bn): we could be off by any polynomial factor.
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Chapter 1

Results on Sphere Packing and

Covering

We will need results on sphere packing several times. The Besicovitch covering theorem can

replace a covering by balls by a union of several disjointed families. Finding the number

of families needed becomes a question about packing spheres into a larger ball. Our main

theorem will approximate any surface by a union of planar facets in various fixed directions.

We want to arrange these directions uniformly around the sphere to get the best approxi-

mations. Finally we will need a result about the multiplicity of coverings, so we prove here

the first known results about these multiplicities. See [CS] and [Smi] for general information

about lattices and sphere packings.

Let us fix some basic notation and concepts. We define αn to be the volume of the unit

ball in IRn. This implies that the surface area of Sn−1 is nαn, and we have

Proposition 1.1.

αn =
πn/2

(n/2)!
, (1.1)(√

2πe

n

)n
√
πne−1/6n ≤ αn ≤

(√
2πe

n

)n
√
πn, (1.2)

nαn
αn−1

≤
√

2πn. (1.3)

Proof. The first equation follows from evaluating integrals
∫

(1− x2)k/2 as in [Smi, §3.1],

[GMT, §3.2.13]. The asymptotic expansion (1.2) follows from Stirling’s formula for the

factorial function. See [Ahl, §5.2.5] for a derivation of Stirling’s formula, which also leads to

(1.3), which, for large n, is a very good approximation (compare [Smi, §3.1.8]).

Definition. Given any set of sites in IRn, the Voronoi cell around each site s is defined to

be the set of all points in space for which s is the closest site. If R is the maximum distance
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from any site to any point in its Voronoi cell, then space will be covered by balls of radius

R around the sites. Thus for a lattice, where all Voronoi cells are congruent and symmetric,

the covering radius R is the circumradius of any Voronoi cell. When we talk about a lattice

covering, we always mean the covering by (closed) balls of radius R.

1.1 Multiplicity of coverings.

Often an analytic result proved for a small ball can be extended to a larger ball or to all of

space by using a covering with finite maximum multiplicity—we will use such an argument

in Section 5.7. Average densities or thicknesses for lattice coverings have been widely studied

[CS, Rog2], but not much attention has been paid to the maximum thickness or multiplicity.

For our applications, we do not care about sets of measure 0, so what happens on the

boundary of the balls is not important. However, we will establish the convention that

boundary spheres are counted with weight 1
2
. Thus we have

Definition. Given any collection C of closed unit balls (or in fact arbitrary closed sets)

in IRn, the multiplicity of C at a point p is the number of sets in C containing p in their

interior, plus half of the number of sets in C with p as a boundary point. The multiplicity, or

maximum thickness, of C is the maximum of the multiplicity over all points p. The covering

density (also called the average thickness) of a periodic C is the sum of the volumes of the

balls in one fundamental region, divided by the total volume of the region.

The next proposition gives an easy, but new, bound on the multiplicity for any lattice

covering, in terms of its average thickness. Certainly sharper results could be obtained with

a little more work.

Proposition 1.2. If a lattice L ⊂ IRn has minimum covering density (average thickness) ρ,

then the multiplicity of this covering is less than 3nρ.

Proof. Let R be the covering radius of the lattice, that is the maximal distance from a point

in space to its nearest lattice point. The multiplicity of the covering is then at most the

maximum number of lattice points within distance R of some point in space. This is no more

than the size of the largest collection of lattice points such that the distances between them

are all ≤ 2R, which we will call a “clique”. This, in turn, is at most the number of lattice

points within distance 2R of the origin. Finally, considering the Voronoi cells around these

lattice points, they will all lie completely within the ball of radius 3R around the origin.

Thus a volume comparison shows that there are less than (3R)nαn/V such lattice points,

where V is the volume of a Voronoi cell. But

ρ = Rnαn/V, (1.4)

since 1/V is the density of lattice points and Rnαn is the volume of one of the balls, so this

is the bound we wanted on the multiplicity.
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(a) (b) (c)

Figure 1.1. Covering multiplicity in IR2 and IR3. (a). A covering of IR2 by the hexagonal

lattice; the multiplicity is 2. (b). A section of the covering of IR3 by the face-centered cubic

lattice, showing points with multiplicity 4. (c). The 2-multiplicity of the covering in (a) is 7, as

shown by this expanded covering.

We can also get an easy lower bound on the multiplicity of arbitrary coverings.

Proposition 1.3. Any covering of IRn by (closed) balls has multiplicity at least n.

Proof. Assume that the covering is countable. (Otherwise we can find a point with infinite

multiplicity.) We will prove by induction that each open ball contains some points in at least

n − 1 other open balls. This is obvious for n = 1. For n > 1, any open ball will intersect

some other one. (The only other way we could cover a neighborhood of the ball would be to

use a different ball just touching each boundary point.) Take the plane equidistant from the

centers of these two balls, and consider the covering we have of this plane. Their intersection

in this plane is an (n − 1)-ball B, which by induction contains some points also in n − 2

other balls. But since B was the intersection of two balls in our cover of IRn, these points

are in a total of n balls.

Note that any covering of IRn by bounded closed sets must have points covered at least

n+ 1 times [HW]; in fact this is one definition of the topological dimension of IRn originally

due to Lebesgue and Brouwer. However, all such points might be on the boundary of these

balls, so we don’t necessarily get multiplicity n + 1; in fact some coverings by rectangles

have multiplicity only n+1
2

. We could however use this Lebesgue covering theorem to give

an alternative proof of our proposition for spheres.

The standard lattice coverings of IR1 and IR2 (see Figure 1.1(a)) achieve the lower bound

of Proposition 1.3. In IR3, the face-centered cubic lattice A3 gives a covering of multiplicity

4, one slice of which is shown in Figure 1.1(b). The Voronoi cells for this lattice are rhombic

dodecahedra with two types of corners. Corners of the Voronoi cells are also called holes of

the lattice. The ones which are hardest to cover (at radius R) are called deep holes. So in the

FCC lattice, we can check that small regions around the shallow holes are covered 4 times;
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the vertex at a deep hole is on the boundary of 6 balls, but its neighbors are covered no more

than three times. In fact it is interesting to note that although arbitrarily near to the deep

hole there are points where the multiplicity is only 1, the multiplicity is an approximately

continuous function (in the sense of [Mor, §2.6] or [GMT, §2.9.12]) at the deep hole, with

approximate limit 3.1

Proposition 1.4. For n < 9, the lattice A∗n provides a covering with least multiplicity, equal

to n.

Proof. There is only one hole in A∗n, a deep hole in a simplex of the Delaunay diagram. The

multiplicity at this point is only n+1
2

, but many nearby points have multiplicity n; the claim

is that, for n < 9, this is the multiplicity of the covering. We can check this by generating

all lattice points within distance 2R of the origin (where R =
√

n(n+2)
12(n+1)

is the covering radius

for A∗n), and for each (n+ 1)-tuple of these, verifying that its circumradius is at least R, and

thus showing that the corresponding balls do not overlap.2

For n = 9, the point ( 1
10
, 1

10
, 1

10
, 1

10
, 1

10
,− 1

10
,− 1

10
,− 1

10
,− 1

10
,− 1

10
), covered 10 times, shows the

multiplicity is n + 1.3 For n ≥ 10, the covering radius R = r
√

n+2
3

is at least the lattice

spacing 2r =
√

n
n+1

, so lattice points are covered by the balls around their 2n nearest neigh-

bors, giving multiplicity higher than at the deep holes. In fact for large n the multiplicity

grows exponentially, though not as fast as suggested by Proposition 1.2. For instance, all

points whose coordinates are permutations of (1k,−1k, 0n+1−2k) are within R of the origin

when 12k < n. We will now carry out an asymptotic analysis like this in more detail for the

cubic lattice ZZn.

Proposition 1.5. The multiplicity of the lattice covering ZZn grows exponentially at least

to base (
2

44

33

)1/4

≈ 2.08678,

while the holes have multiplicity only 2n−1, and the average thickness grows exponentially

to base
√
πe/2 ≈ 2.06637.

Proof. The holes in this lattice are cubes with 2n corners. The center (1
2
, 1

2
, . . .) of such a

cube has multiplicity 2n−1, since it is on the boundary of the ball centered at each corner.

1The E8 and Leech lattices, in IR8 and IR24, also have a shallow hole in a regular simplex of the Delaunay
diagram, and a deep hole at the center of a regular orthoplex (higher-dimensional octahedron). It is clear that
in the shallow holes, n+1 balls overlap in a small region. John Conway has checked [personal communication]
that this is the maximum multiplicity, as for A3.

2This is most easily done by computer, especially for n = 8. Neil Sloane was the first to carry out this
computation.

3John Conway has verified that no other points have higher multiplicity in A∗9.

14



(The nearby points with lowest multiplicity are points displaced slightly towards one of the

adjacent lattice points. These have multiplicity∑
k<n/2

(
n

k

)
,

which is probably the smallest multiplicity of any point, and also grows like 2n.) The average

thickness of the covering is

αn

(√
n

2

)n
by (1.4), and by (1.2) this grows exponentially to base

√
πe/2 as claimed. The multiplicity

seems to be largest at lattice points (for large n). In fact the multiplicity there grows like

2n/4
(
n
n/4

)
, which is the number of points of the form (±1k03k); for large n these are essentially

all the lattice points inside the ball of radius R =
√
n/4. Stirling’s formula shows this grows

to the base claimed.

As for the usual covering questions, better results for large n can be obtained from

random non-lattice coverings. The proof of the following lemma uses the same probabilistic

techniques as Rogers’ proof that there are coverings with small average thickness [Rog2].

Theorem 1.6. For any n, there is a covering of IRn by unit balls whose multiplicity is no

more than 12n log n.

Proof. Since we have already discussed good coverings of IRn for n < 9, we will assume n ≥ 9

where necessary to make asymptotic bounds simpler.

We will cover all of space by covering a large cube of side s, and repeating in a cubic

lattice (i.e., using periodic boundary conditions). Assuming s > 2, no ball can intersect its

own repeats. We pick N random points of the cube to be the centers of unit balls in what

we will call a layout (since it may not be a covering). The average covering density of such

a layout is ρ := αnN/s
n; any point has probability ρ/N = αn/s

n of being in any particular

unit ball. Thus a point has probability(
1− ρ

N

)N
< e−ρ

of being in none of the balls. Looking at this another way, this is the fraction of the volume

of the cube omitted in a random layout of balls.

We know (compare Proposition 0.1) that at most 1/p of the layouts omit more than p

times this average, that is, have omitted volumes more than v := pe−ρsn. For the remaining

layouts, the omitted volume is no more than v. Consider any point a omitted in such a

layout. It must be within distance

r := (v/αn)1/n = (pe−ρsn/αn)1/n
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of some point not omitted; otherwise just the ball of radius r of omitted points around a

would have too much volume.

So if we now expand each ball in the layout to have radius 1 + r, all points in space

will be covered. In fact, we will expand even a bit more; if we make the radius of each ball

1 + r + ε, then we get a covering of space which would remain a covering even if each ball

were shrunk by radius ε.

Our previous discussion was in terms of balls of unit radius, and now we want to deal

with slightly larger balls. We could handle this by rescaling s a bit, or just realizing that

formulas involving densities are really scale-independent. We now have a covering of density

ρ′ := (1 + r + ε)nρ.

In fact, what we have shown is that, of all layouts of this density, most (at least 1− 1/p) are

coverings, with the property that they remain coverings when all balls are shrunk by ε.

As before, in a random layout of N balls with density ρ′, any point has a ρ′/N chance

of being in any particular ball. So the chance of being in at least M balls is, by our tail

estimate for the binomial distribution (Proposition 0.2), at most(
(ρ′/N)Ne

M

)M
.

This can also be interpreted as the volume fraction covered by at least M balls, in an average

layout. This estimate assumes M > 2ρ′.

But we have ruled out a fraction of the possible layouts—we want to look at only those

which give coverings. The average over these might be slightly larger, but only by a factor

of q := p
p−1

. So we have shown that there is one of our coverings (in which the balls can be

shrunk by ε) with at most this larger average volume

v′ := q

(
ρ′e

M

)M
sn

covered by more than M balls. As we argued before, such a small volume cannot contain

any ball of radius r′ := (v′/αn)1/n, so each point a covered by more than M balls is within

this distance r′ of some point b covered at most M times. Thus if r′ < ε, we can shrink all

the balls by r′, still have a covering, and never cover any point more than M times: any ball

that now covers a would have covered b also before being shrunk.

Note that if we take p = q = 2 and ε = r the condition r′ < ε is equivalent to v′ < v, or(
ρ′e

M

)M
< e−ρ.

We now claim that we can choose M = O (n log n) in this argument. Since s > 2 and

n ≥ 9, N is at least 100 (when ρ > 1), so we can certainly pick λ ∈ (2.7, 2.8) so that N is
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an integer when ρ = λn log n. We find, from the discussion above and equation (1.2), that

r = (2n−λnsn/αn)1/n ≤ s

nλ

√
n

2πe

√
4πn

1/n
e1/6n2

<
s

3nλ−
1
2

. (1.5)

We know that at least half the layouts of N unit balls will cover space when the balls are

expanded to radius (1 + r). If we expand them further, to radius (1 + 2r), the new density is

ρ′ = ρ(1 + 2r)n = ρ
(
(1 + 2r)1/2r

)2rn

< ρe2rn = ρ exp(
s

n(λ−3/2)
)

< 2.8n log n es/n
1.2

.

In fact, we will take s = 12/5, so that (1.5) gives 1 + 2r < s/2, which guarantees that even

balls of this size will fit in our cube without overlapping their own translates. This also

means that s/n1.2 < 0.1719, so ρ′ < 3.325n log n.

Now take M = 3.6ρ′ < 12n log n. We know that in an average layout, the volume fraction

covered by at least M balls is less than(
ρ′e

M

)M
=

(
3.6

e

)−M
.

Among the half of the layouts that cover space, the average is at most twice this: v′ =

2
(

3.6
e

)−M
. This is less than v, because 3.6(log 3.6− 1) > 1 implies M log 3.6

e
> ρ.

Let us denote by µn the lowest multiplicity of any covering of IRn. Then we have shown

that µn ≥ n with equality for n < 9, and µn ≤ 12e2n log n.

Sometimes it is also useful in analytic arguments to get coverings such that the multiplic-

ity stays small even if all the balls are expanded by some factor (like 2). See, for instance,

[Mrr, §5.3]. Since we will not need such results here, we will just mention briefly how to

modify the discussion above. Given a covering C, its λ-multiplicity is the multiplicity of

the covering λC with the same balls expanded by a (linear) factor of λ (see Figure 1.1(c)).

Note that the λ-multiplicity is at least λn, since this also bounds the average thickness of

the expanded cover. The proof of Proposition 1.2 can be easily modified to show that the

λ-multiplicity of a lattice covering is no more than (2 + λ)n times the average covering den-

sity. In the proof of Theorem 1.6, we would expand the balls by a factor of λ(1 + r) + ε.

This makes ρ′ grow like a polynomial times λn, but clearly the argument can still work if we

take M to be a (larger) polynomial times λn.

1.2 The Besicovitch covering theorem.

The Besicovitch covering theorem says that if we can cover some set A with a union of closed

balls (with bounded diameters), with a ball centered at each point of A, then we can replace
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this by a subcover which is the union of finitely many disjointed families, and still covers

all of A. (By a disjointed family, we mean one whose members are disjoint sets.) This was

originally proved for subsets of the plane by Besicovitch [Bes], and essentially the same proof

works in IRn. The result was extended to a large suitable class of metric spaces by Federer

[GMT, §2.8.14]. We will give an improved proof of the theorem for IRn, and will for the first

time give a good bound on the number βn of disjointed families necessary. See also [Mor,

§2.7], but note that the figure there gives an incorrect value for β2; [Bes] gives a correct, but

not sharp, upper bound for this case.

Definition. For ε ≥ 0, we call a set C of balls ε-controlled if their centers are almost

outside the other balls: given any two distinct balls B(x, r), B(y, s) ∈ C with r ≥ s, they

must satisfy

|x− y| > r − εs.

Note that C is 0-controlled iff each center is outside the other closed balls. Define βn(ε)

to be the maximum cardinality of a ε-controlled family of balls all of which intersect some

almost smallest (meaning within a factor of 1 + ε) member of the family.

We will prove below that the Besicovitch covering theorem is valid for any constant βn(ε),

ε > 0. Thus it is true for

βn := lim
ε→0+

βn(ε) ≥ βn(0).

Before proving this we will get some bounds for βn. Note that βn might indeed be greater

than βn(0) for some n, as βn(ε) is only lower semicontinuous (continuous from the left), but

such a difference would require a coincidence. Certainly for n = 2 we will find that the 19

balls have some “wiggle room”, so β2 = β2(0).

Proposition 1.7. The constant βn is equal to the largest number of (open) unit balls that

can be packed into a ball of radius 5, with one at the center.

Proof. We first claim that βn is the maximum cardinality of a Besicovitch family C, that

is, a family of closed balls which all intersect some smallest member of the family, such that

each one’s center lies outside the other open balls. One direction is clear, since such a family

is ε-controlled for all positive ε. Conversely, if we had N -element ε-controlled families for

all positive ε, we could select a convergent subsequence by compactness; the limit gives the

required Besicovitch family of size N . This compactness follows either from allowing infinite

balls (half-spaces), or from an easy modification of the discussion in the next paragraph:

ε-controlled families can be replaced by ones where all balls are centered within 2 + ε, with

radii less than 1 + ε.

Given a Besicovitch family C, scale so that the smallest member in question is the

standard unit ball B0. Now we claim that we can replace C by a family of unit balls

centered within distance 2 of the origin, where this new family is still Besicovitch. In fact,

just replace each ball of C by the unit ball with the same center, if this is within 2 units of
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~1+s
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(b)(a)

2

2

r
r

0

c>r

1+r

2
2

d>1
r

Figure 1.2. Two steps in the Besicovitch argument. (a). Any balls centered outside radius 2

can be brought in, and shrunk to unit balls. Their centers will still be outside the other balls,

because the side d of the small triangle is more than 1. (b). The balls can be divided into shells,

with centers between r̃ and r, where r̃ = r − 4/r as in this figure.

the origin, or by the unit ball centered at distance 2 along the same ray from the origin, if

the original distance was greater. Since all the original balls intersected B0 and had radius

at least 1, each new ball is a subset of the one it replaces. They all still intersect B0, and

we need merely check that the centers are still outside the other balls, in the case where the

centers got moved. Once the balls all have the same radius, the relation “centered outside”

is symmetric, so we need not worry about the case when only one center got moved.

So, if we had two balls centered at distances 1 + r and 1 + s from the origin (where

1 < s < r), their radii were at least r and s, so the distance c between their centers was at

least r, as in Figure 1.2(a). By the law of cosines, the angle at the origin in this triangle

has cosine

cos(θ) =
(1 + r)2 + (1 + s)2 − c2

2(1 + r)(1 + s)
≤ (1 + r)2 + (1 + s)2 − r2

2(1 + r)(1 + s)
= 1− 2rs− s2

2(1 + r)(1 + s)

≤ 1− 1

2

r

1 + r

s

1 + s
≤ 1− 1

8
.

But 7/8 is exactly the cosine of the angle in a triangle with sides (2, 2, 1), so the new distance

d is greater than 1, and we are done.

If we now shrink each of the new balls by a factor of 2, the resulting (open) balls are

disjoint. Scaling the whole picture back up by a factor of 2, we have a packing of unit balls.

All their centers are at radius at most 4, so they are all contained in a ball of radius 5.

Clearly this proposition implies that βn < 5n. But we can do much better by studying

spherical codes (i.e., good arrangements of caps on spheres). The first step is to note that

19



by an argument similar to the one above we can divide the balls into two shells, and bound

the number in each shell.

Lemma 1.8. If two disjoint unit balls are centered within the spherical shell r̃ ≤ |x| ≤ r,

where r̃ = r − 4/r, then if we translate them both radially outwards to be centered on the

sphere |x| = r, they will still be disjoint.

Proof. The definition of r̃ makes it the distance shown in Figure 1.2(b): using the law of

cosines on the two triangles shown gives 2r2−22

2r2 = r2+r̃2−22

2rr̃
, which yields r̃ = r − 4/r. Since

r̃ is an increasing function of r, we may assume without loss of generality that one ball is

already centered at the point p on the outer sphere. Then the other one cannot be centered

anywhere in the triangle shown in the figure. Thus when it is moved out to radius r, the

centers will be more than distance 2 apart, and the balls will be disjoint.

Now, if we have balls packed into the sphere of radius 5, with one at the origin, the rest

are centered between radius 2 and 4, and can be divided into two sets. Those centered in the

shell between radius 3 and 4 can be pushed out to lie at radius 4, and by the lemma they

remain disjoint. Those centered in the shell between radius 2 and 3 can be pushed out to lie

at radius 3, and they remain disjoint from each other, although perhaps not from the first

set. The number of unit balls that can be placed with centers on the sphere of radius r is

easily seen to be M(n, r) := A(n, 2 arcsin 1
r
), where A(n, ϕ) is the number of spherical caps

of angular diameter ϕ that can be packed on a unit sphere Sn−1. Thus the lemma implies

that

βn ≤M(n, 4) +M(n, 3) + 1 = A(n, 2 arcsin
1

4
) + A(n, 2 arcsin

1

3
) + 1.

An easy, coarse upper bound for M(n, r) can be obtained by comparing the surface area

of the large sphere to the areas of the flat disks within each unit ball (the flattened versions

of the caps). We find that

M(n, r) ≤ rn−1 nαn
αn−1

.

This grows exponentially to base r, because it does not account for the fact that the caps

cannot be packed densely. Rankin [Ran] got a better result by considering a smoothed density

around each cap, not just its characteristic function. He got exact results for r ≤
√

2, and

showed that for fixed r >
√

2 and large n,

M(n, r) ≤
√
πn3

2
4
√

1− 2/r2

(
r√
2

)n−1

(1 + o(1)).

This grows exponentially to base r/
√

2. More recent work with “linear programming bounds”

[Sid, KL] has improved the exponential order of growth slightly beyond this. Levenshtĕın’s

bound [Lev] has the best asymptotics as n → ∞, and also gives good results for specific

small values of n. The bound says that M(n, r) < B(n, 1− 2/r2), where B is calculated in

terms of Gegenbauer’s orthogonal polynomials. The following Mathematica code performs

the calculation:
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P[n_,i_,t_] := GegenbauerC[i,(n-2)/2,t] / GegenbauerC[i,(n-2)/2,1]

xi[n_,1] := -1; xi[n_,k_] := t/. FindRoot[P[n+2,k-1,t],{t,1}]
eta[n_,k_] := t/. FindRoot[P[n,k+1,t]-P[n,k,t],{t,{xi[n,k],xi[n,k+1]}}]

bb2km1[n_,s_,k_] := 1/(1-s) (P[n,k-1,s]-P[n,k,s])/P[n,k,s]
b2km1[n_,s_,k_] := Binomial[k+n-3,n-2] ((2k+n-3)/(n-1) - bb2km1[n,s,k]);

bb2k[n_,s_,k_] := (1+s)/(1-s) (P[n,k,s]-P[n,k+1,s])/(P[n,k,s]+P[n,k+1,s])
b2k[n_,s_,k_] := Binomial[k+n-2,n-2] ((2k+n-1)/(n-1) - bb2k[n,s,k]);

B[n_,s_,k_] := If[ s<eta[n,k], b2km1[n,s,k],
If[s<xi[n,k+1], b2k[n,s,k],

B[n,s,k+1] ]];
B[n_,s_] := B[n,s,1];

For large n, asymptotic analysis shows that this implies

1

n
logA(n, ϕ) ≤ f

(
1− sinϕ

2 sinϕ

)
(1 + o(1)),

where f(x) := (x − 1) log(x − 1) − x log x. From this it can be deduced [KL] that M(n, r)

grows exponentially to base at most cr/
√

2, where c ≈ 0.934.

Note that a lower bound for A(n, ϕ) can be obtained by doubling the angular radius of

each cap in a packing, to ϕ. If this is not now a covering of the sphere, a new cap could have

been added to the original packing. So repeating the volume estimate we used for our crudest

upper bound, and using the fact that for large n (or small ϕ) the area of a cap is hardly more

than that of its flattened version [Smi, §3.1], we get our lower bound: M(n, r) = A(n, ϕ)

grows exponentially to base at least

1

sinϕ
=
r

2

√
r

r − 1
. (1.6)

The results above on M(n, r) show that the exponential growth of the Besicovitch con-

stant βn, like that of M(n, 4), is to base at least 4/
√

3 ≈ 2.309 (since βn > M(n, 4)), but at

most 4c/
√

2 ≈ 3.029.

For small n, the Levenshtĕın bounds above can be used to get the bounds for βn shown

in Table 1.1. For n = 3, slightly better bounds due to Robinson [Rob] are available. Points

in a maximal packing on the sphere can be triangulated, and tend to be arranged locally in

regular polygons. Considering the areas of squares and equilateral triangles of side ϕ on the

sphere, Robinson gets the bound

A(3, ϕ) = M(3, r) ≤ 24

(
δ + θ − γ

2θ − δ

)
,
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n 3 4 5 6 7

M(n, 3) 31 96 271 730 1904

M(n, 4) 57 234 887 3213 11234

βn 89 331 1159 3944 13139

Table 1.1. Upper bounds for the Besicovitch constant.

where in terms of y = (r2 − 2)/(r2 − 1), the angles γ, δ and θ are given by

sin γ =

√
1

2

r2

(r2 − 1)
, cos δ = 1− y2/2,

sin θ =
1− y2/2√

1− y2(3r2 − 4)/r2(r2 − 1)
.

Here γ is half the angle at a corner of the square, and δ is twice the complement of the angle

of the equilateral triangle. An isosceles triangle having two sides of length ϕ with included

angle 2δ will have its other angles equal to θ. This bound is valid when δ ≥ γ, i.e., when

M(3, r) ≥ 24; and it shows M(3, 3) ≤ 31 and M(3, 4) ≤ 55, giving β3 ≤ 87. This is just

slightly better than the Levenshtĕın bound.

The best known lower bounds come from explicit packings constructed by the Codemart

group at Bell Labs [HSS]. They have shown M(3, 4) ≥ 52 and M(3, 3) ≥ 28. However, we

can’t fit both these shells together—the balls in one shell would intersect those in the other.

But note that balls centered at radius 4 cannot overlap balls centered at radius 2, so for

a lower bound on βn, we can use M(n, 4) + M(n, 2) + 1. M(n, 2) is the so-called “kissing

number” for spheres, and as is well known, M(3, 2) = 12, so we have 65 ≤ β3 ≤ 87. The

true value is probably closer to our lower bound.

For n = 2, it is clear that A(2, ϕ) = b2π
ϕ
c, so M(2, 2) = 6, M(2, 3) = 9 and M(2, 4) = 12.

Thus we have 19 ≤ β2 ≤ 22. In fact, β2 = 19 (see Figure 1.3(a)). The details of the proof

are not very illuminating. We must consider three cases, where the outer shell contains

10, 11 or 12 balls. Figure 1.3(b) shows the case where 12 are in the outer layer, with the

maximum possible gap between 2 of them. The inner ball between those two is centered at

a distance r > 2, where r is unfortunately large enough to make M(2, r) = 7. However we

can see that the other balls in the inner ring must be quite a bit closer. We must use this to

rule out the possibility of finding 7 in the inner ring. In fact, any way of allocating the total

gap in the outer ring to even two of the inner balls must put them far enough in to prevent

getting a ring of 7. The same argument works if 11 are in the outer shell, to show 8 cannot

fit in the inner shell. If there are only 10 in the outer shell, we must consider simultaneously

the three outermost balls in the inner shell, in order to show 9 will not fit there.

In Figure 1.3(c), we see that even though 20 balls will not fit in our disk of radius 5,

we can fit 19 into a smaller disk, of radius 1 + 2
√

2 +
√

3 ≈ 4.8637. Figure 1.3(d) shows
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(a)

(c)

(b)

(d)

Figure 1.3. The Besicovitch constant for the plane is 19: no more than 19 disks can be packed

into a disk of 5 times the radius. (a). Exactly 19 disks from the hexagonal packing will fit.

(b). We try to fit more in by squeezing them outward; the one disk pushed outwards from the

inner ring suggests for a moment that 7 might fit in the inner ring, but this is not possible.

(c). In fact, 19 disks will fit in a disk of a bit less than 5 times the radius if we arrange them

this way. (d). The same arrangement as in (c), with the sizes doubled, to show the original

Besicovitch covering. We have also moved the balls outwards just a bit so that the centers are

strictly outside the other balls, while the open balls still intersect.
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how these packed balls relate to those of twice the size that formed the original Besicovitch

family.

We summarize our results in the following proposition.

Proposition 1.9. The Besicovitch constant βn grows exponentially with n, to base at least

4/
√

3 and at most 3.029. We have β2 = 19, and 65 ≤ β3 ≤ 87; for n < 8, βn is bounded by

the values in Table 1.1.

Now that we know something about the constant βn, we still must prove the covering

theorem. Our proof differs from those in the literature only in the way we more cleanly

handle the “fudge factor” ε.

Theorem 1.10. Suppose we have a set A ⊂ IRn covered by a family C of closed balls of

bounded radii, such that for each a ∈ A, there is a ball in C centered at a. Then we can

find subfamilies Ci ⊂ C, i = 1, . . . βn, such that A ⊂
⋃
i

⋃
Ci, and the balls in each Ci are

disjoint.

Proof. As noted before, it suffices to prove the theorem for βn(ε) for arbitrary ε > 0. Start

with all Ci empty and C ′ = C, and proceed by transfinite induction. At each successor step,

pick an almost largest ball from C ′—if the supremum of diameters is not attained, any ball

within a factor of 1 + ε of the largest will do. Add this ball B to any one of the Ci whose

union it does not intersect. We will show below that this is possible for some i. Then remove

all balls centered within B from C ′. (At a limit step, we just let Ci for each i be the union

of Ci at the preceding stages, and C ′ the intersection of the preceding C ′.)

We now just have to check that some Ci is available at each stage. If not, for each i,

there is a ball Bi ∈ Ci which intersects B. Then we claim the Bi together with B form an

ε-controlled family. If Bi was chosen before Bj, then Bi cannot contain the center of Bj.

Also, Bj is almost smaller than Bi. This means that we also have the center of Bi almost

outside Bj: since ri ≥ rj/(1 + e),

‖xi − xj‖ ≥ ri ≥ rj − εri.

Furthermore, B is an almost smallest member of the family, since it was chosen last. So the

fact that each Bi intersects B contradicts the definition of βn(ε).

Note that for any covering, the subcovering guaranteed by the Besicovitch theorem has

multiplicity at most βn. However, µn � βn, so this is not particularly useful information.

The following corollary proves a result more like standard Vitali covering theorems, under

one additional assumption about C.

Corollary 1.11. Suppose C covers A as in Theorem 1.10, and additionally, each point of

A is the center of arbitrarily small balls in C. Then for any Borel measure µ on IRn with

µ(A) <∞, there is a disjointed subfamily C0 of C which covers µ-almost all of A.
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Proof. Apply the theorem to (C,A), to cover A = A0 by βn disjointed families. One of these

must cover at least 1/βn of the µ-measure of A. Pick any fixed ρ < 1/βn. Then there is

finite subcollection D0 of the disjointed family in question, which covers at least ρ of the

measure of A. Let A1 = A0a
⋃
D0; A1 is an open set with no more than 1 − ρ times the

measure of A0. Because it is open, it is covered by the subfamily C1 of all balls of C entirely

contained in A1; together (C1, A1) again satisfy the hypotheses of the corollary. Repeating

the process, we get at the ith stage a finite disjointed collection Di which covers AiaAi−1,

where Ai+1 has only ρi+1 of the measure of A. The union of all these collections Di is the

desired disjointed cover of almost all of A.

1.3 Covering a sphere with caps.

The same doubling technique we used to get equation (1.6) can also be used to give upper

bounds on the number of caps needed to cover the sphere. Suppose we double the size of each

cap in a packing; if there is some point not now covered, the packing was not maximal. In

fact, if we let Ac(n, ϕ) = Mc(n, r) be the number of caps of diameter ϕ needed to cover Sn−1,

then the doubling argument says exactly that Ac(n, ϕ) ≤ A(n, ϕ/2). But for large n this

is not really a good bound; even with our best bounds for A, this still grows exponentially

to base almost r
√

2, when by area estimates, we hope for growth to base r. Here we will

describe a better result obtained by Rogers [Rog1] by probabilistic methods. (See also [Smi,

§3.2.3].)

As before, ϕ and r are related by sinϕ/2 = 1/r, so for any λ < 1, we have by convexity

sin
λϕ

2
≥ λ/r.

Thus a spherical cap of angular diameter λϕ covers a fraction of the sphere’s area at least

λm/a, where m = n − 1 and a := rm
√

2πn. We are interested mainly in the case of small

ϕ, so we will not try to get the slightly better results obtainable by considering the actual

cap instead of the flat disk. The average layout (and hence at least one particular layout)

of N such caps then misses at most (1− λm/a)N of the total area. If we expand the caps to

diameter ϕ, they will cover the whole sphere unless there is some point at least µϕ/2 away

from the original caps (where µ = 1− λ). That would mean an entire small cap of diameter

µϕ was missed by the λϕ layout. But this small cap has area at least µm/a, so if

µm/a < (1− λm/a)N (1.7)

the diameter ϕ caps must actually have given a covering. Define λ and µ by 1/µ = m logm.

Note that λm is then an increasing function of m, approaching 1 as m → ∞, and that it

is already more than 1/3 for m = 3. (We will treat the case m = 2 separately.) Thus

log(1− λm/a) < −1/3a, so taking logarithms in (1.7), we find we have a covering if

m log µ− log a < −N/3a.
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This means finally that, for m = n− 1,

Mc(n, r) < 3rm
√

2πn

(
m log r +

1

2
log(2πn) +m logm+m log logm

)
.

This is O
(
n3/2rn log nr

)
for large n and r.

For the case n = 3, we quote a result of Fejes Tóth [FT, §V.1], which says that

cos
ϕ

2
=

1√
3

cot
π

6

Ac
Ac − 2

.

For large r, expanding these trigonometric functions in Taylor series shows that

Mc(3, r) ∼ 2 +
8πr2

3
√

3
.

We will use these bounds to tell us how many directions we must choose on the sphere to

approximate all directions well. For instance, if we choose N directions to form a ϕ covering

(N > Ac(n, ϕ)), then an arbitrary point on the sphere of directions will lie in a simplex of

chosen directions whose circumradius is less than ϕ/2. Note also that we may assume that

no two chosen directions in such a cover are within angle ϕ/2 of each other. If one direction

v is too close to some others, then either every nearby point on the sphere is also within ϕ/2

of some other chosen direction (in which case our cap around v was not necessary to make a

covering), or there is some way to move v to increase the distance. This is really a disguised

form of the cap doubling argument we used to relate packings and coverings.

We will sometimes want to choose N directions to have the following additional property:

for any point on the sphere, there are n + 1 chosen directions less than α away from our

point, such that the simplex they determine contains not only the given point, but its β-

neighborhood. For this to be possible at all, we need α > nβ, since even for a regular simplex,

the circumradius is n times the inradius. (We assume that α and β are small enough that

we can use Euclidean geometry to approximately measure the simplex.)

So take α = (2n + 1)β, and suppose we have a covering of the sphere by caps of radius

β, centered at points vj. We claim this covering has the desired properties. Given a point

v on the sphere, draw some regular simplex centered there with circumradius α − β (and

inradius 2β) and then try to find chosen points vj near its vertices. We can find a vj within

β of each desired vertex. Then we claim that the simplex determined by these chosen points

still contains a β-neighborhood of v. This is because no face of the simplex was moved more

than β inwards from the face of the desired simplex. Furthermore, the new simplex has

circumradius at most α, so the claim is established.
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Chapter 2

A Linear Programming Approach to

Finding Minimal Surfaces

Given an oriented boundary cycle, we wish to find an oriented area-minimizing hypersurface

spanning that boundary. One approach to this problem is through the idea of duality between

a maximum flow and a minimum cut.

We consider the set of all divergence-free vector fields f whose norm is everywhere

bounded by 1. Such a field can be thought of as an incompressible fluid flow, with speed

no more than 1. Given a boundary B, we try to maximize the flux of such vector fields f

through an oriented surface spanning the boundary.

If the ambient space is IRn, then this is well-defined. For a reasonable boundary B

supported on a set B0, the relative homology of (IRn, B0) is ZZk, where k is the number of

components in the boundary. Thus simply specifying an orientation and multiplicity for each

boundary component specifies uniquely a homology class of surface spanning that boundary.

Then what we maximize is the flux of f through any one of these surfaces—by Stokes’

theorem it does not matter which one we take.

If we were working in a more general manifold, the method described below would still

work, but we would have to specify a homology class as well as the boundary. To find the

minimum surface among a number of different homology classes, we would have to use our

method once for each. For instance, suppose we identify the faces of a cube to form a 3-torus.

Then a large horizontal circle bounds not only the obvious disk, but also a smaller one, which

is the complement of this disk in the “plane” it lies in. But still, our method picks out the

right topological configuration within each homology class; a search among homology classes

is much easier than a search among all homotopy classes, or among all local minima. The

remainder of our discussion will focus on IRn, even though an extension to other ambient

spaces would not be too difficult.

The flux of any vector field f (as above) through a surface is certainly no more than the

area of the surface, since |f | ≤ 1 everywhere. So by Stokes’ theorem, the flux of f is at most
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the area (i.e., mass) of the area-minimizing surface spanning B, that is

sup
f

∫
S

f · n̂ ≤ inf
∂S=B

∫
S

1.

In fact by a duality theorem, this supremum is actually achieved, and equality holds. In

other words, if we put a unit normal vector field on the area-minimizing surface, this can be

extended to a divergence-free flow everywhere, maintaining the norm bound. Federer [Fed]

has given a proof of this result in a general context, where the surfaces and functions need

not be smooth. In that paper, §4.10 shows the equality, §4.11 shows that the supremum is

achieved by a flat co-chain, and §5.10 shows that the infimum is realized by a surface with

integral weights.1

We will not need this result, as we are more interested in a finite approximation where

the duality is easier, but we will briefly outline the proof: The general theory of convex

duality [Roc] allows us to reduce the maximum flow problem (a maximum over flows with

an L∞ bound) to one of minimizing the L1 norm of the gradient of some function of bounded

variation. In particular, we look at functions mapping the complement of the boundary to

S1, such that loops linking the boundary once get mapped with degree one. (Compare

[ABL].) The gradient of this map at any point represents the density of the surface at that

point, in some sense, and among such maps we try to minimize the norm of the gradient

(the area of the surface). By a result of Fleming [Fle], the extremal points in the unit

ball of the space BV of functions of bounded variation are characteristic functions of sets.

This is the essential reason why our minimum is achieved by a surface in the usual sense,

a true minimum cut: the function whose gradient we take (at least in the case of extreme

boundaries, where we can map to IR instead of S1) is the characteristic function of the set

on one side of our minimum surface (within its convex hull), and its gradient is a δ-function

along the surface. Strang [Str] has given an accessible treatment of this result in the plane.

We will see the discrete analogs of these steps below.

Our problem is closely related to the theory of calibrations. The vector field f we have

described is dual to an m-form. (Here m = n − 1 is the dimension of the surface we are

looking for.) The fact that the flow is divergence-free means this form is closed, and the

bound on the norm means that the form has norm (or co-mass, since these concepts are the

same for codimension 1) at most 1. In other words, this form is a calibration. The duality

result says that any area-minimizing surface can be calibrated—we can find a calibration

which achieves the value 1 everywhere on the surface, thus demonstrating the fact that the

surface minimizes area.

1In manifolds other than IRn, Almgren has shown [personal communication] that we can have a boundary
B with the following property: the least area integral-weight surface spanning B has more area than the
least area real surface, because, for instance, twice B may bound an integral current of less than twice the
weight. The real current will necessarily be in a different homology class, so this would not affect the validity
of our algorithm even in such manifolds.
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It is not easy to discretize this max-flow/min-cut result, partly because the optimal dual

solution is discontinuous (as we have mentioned), and partly because any grid will introduce

anisotropies in the cost of different surfaces. Gomory and Hu ([Hu, §12.3] and [GH]) have

suggested taking lattice points in a cubic grid of spacing h, and then connecting any pair

at distance less than r with an arc, where 1 � r � h. They put capacity limits for flow

at each node in the resulting network, but no limits on the edges. The cutsets obtained are

like surfaces thickened to width r. Since this is much greater than h, the cubic grid hardly

matters. But it can be hard to set up the boundary conditions, and hard to recover the

surface from its thickened neighborhood [GHY].

Another possibility, suggested by Almgren [personal communication], is to use a simplicial

division of space, and look for a flow which is constant on each simplex and satisfies the norm

bound there. This is a quadratic programming problem, rather than linear programming,

and although it finds a good flow, which is a even a feasible solution to the continuous

problem, the construction of the dual surface is rather intricate.

We will instead take what seems a simpler approach, under which the problem is approxi-

mated by the well-known linear programming problem of finding a minimum-cost circulation.

We will now consider solutions to this approximating problem, and return in later chapters

to our main theorem, which says that these do indeed approximate solutions to the contin-

uous problem. We find a true surface, which has least area in a restricted class, but may

have slightly more area than the solution to the continuous problem. The flow we find thus

has more flux than any true flow, so for us, constructing the continuous flow would be more

difficult.

2.1 A geometric version of the minimum-cost

circulation problem.

Suppose we have a subdivision of an n-manifold N into a cell complex. In other words, for

each dimension k ≤ n, there is a set Ck of k-dimensional cells (homeomorphic to balls), such

that all the cells are disjoint, they cover N , and the boundary of any k-cell is the union of a

finite number of lower dimensional cells.

Oriented hypersurfaces in N are approximated by chains in Cn−1, that is, linear com-

binations of oriented m-cells (m = n − 1) with integer coefficients. We will refer to these

m-cells as the facets of the complex. We will discuss later how to choose the cell complex

so we can get good approximations to all hypersurfaces. Two m-chains are homologous if

their difference is the boundary of an n-chain, i.e., is a linear combination of boundaries of

n-cells. This clearly corresponds to the usual notion of homology, and as mentioned before,

if N = IRn, two hypersurfaces will be homologous iff they have the same boundary (an

(n− 2)-chain).

To find surfaces which minimize area among those made up of our facets, we will consider

a flow problem on a graph G which is really the 1-skeleton of the dual cell complex. The set
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of vertices is V = Cn, and the edges connect vertices corresponding to adjacent cells: each

edge (or pipe) p is a facet in Cm connecting the two cells v with p ∈ ∂v. In fact we will

prefer to think of this graph as a symmetric directed graph, with two arcs (v, w) and (w, v)

in opposite directions along each undirected edge. The set E of directed arcs is thus twice

the size of Cm. If p is a directed arc, p̂ will denote the corresponding oriented facet in Cm,

and −p the opposite arc.

Suppose we have some initial surface represented as a chain
∑
app̂. (By representing the

boundary we wish to span in terms of such a surface, we have really, in the case N 6= IRn,

chosen a particular homology class.) We take sums like this only over one representative of

each pair of opposite arcs, and set a−p = −ap, so that it doesn’t matter which orientation

is used for the representative. The energy of the surface is
∑
|ap|up, where up is the surface

energy of the facet p̂. We of course usually have in mind that this energy is the surface area,

but allow any other energies. In particular we can handle anisotropic crystalline surface

energies, and even bulk energies if we rewrite them as position-dependent surface energies.

We will assume up = u−p ≥ 0. This assumption is not necessary, but the symmetry makes

the discussion of duality easier, and the nonnegativity ensures, as we will see, that the zero

flow is feasible.

In general, a flow network G is a directed graph with a capacity function u on the arcs.

A pseudoflow through this network is given by a function fp, where

−u−p ≤ −f−p = fp ≤ up. (2.1)

It is a flow if there is conservation at each node v:∑
p=(v,w)

fp = 0. (2.2)

We want to maximize some quantity
∑
apfp: in our case this is the flux through the initial

surface, which equals the flux through any homologous surface.

This is a linear programming problem; in fact if we instead interpret −ap as the “cost”

of using a unit of flow in pipe p, then this is exactly the well-known problem of finding a

minimum-cost circulation, or flow. In matrix form, we wish to maximize a · f subject to the

constraints |f | ≤ u and IGf = 0, where IG is the incidence matrix of the graph, in which

each column contains one 1, one −1 and many 0s.

Let us apply the standard duality [Law, Hu, Roc] to this linear program. The dual

program has a variable for each primal constraint: here we have a variable dp corresponding

to each capacity bound (2.1) and a variable πv corresponding to each conservation equation

(2.2). There is also a dual constraint for each primal variable fp. These arise from transposing

the constraint matrix. Here we find that

d(v,w) + πw − πv = a(v,w). (2.3)

The objective function to be minimized in the dual problem comes from the original con-

straint values, and here is
∑
|dp|up.
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Formally, we should have taken two separate nonnegative variables dp and d−p, corre-

sponding to the upper and lower constraints on fp; one of the two would always be 0. Then

we would minimize
∑
dpup, where the sum is over both orientations. (This would also allow

up 6= u−p.) Here we have simply set dp = dp − d−p.
We can interpret this dual program as minimizing the area of a surface

∑
dpp̂, where the

constraint (2.3) simply says that this surface must be homologous to the initial surface. The

πv represent the n-chain whose boundary is the difference between d and a and thus shows

they are homologous.

The standard economic interpretation is that πv gives the price of some commodity at

node v, while −ap is the cost of shipping a unit along the pipe p = (v, w). Then −dp =

−ap +πw−πv is called the reduced cost of the arc p; it is the effective cost of shipping along

p, given the price differences. In other interpretations, π could be viewed as a potential

function on the nodes.

Comparing this duality to the continuous case described before, we find that π is the

analog of the function mapping to the circle; d is its gradient. We will see later that in an

optimal solution, d and π are integral. This corresponds to Fleming’s result that the gradient

should be concentrated on a single surface, and not spread out through space.

To avoid having an infinite number of vertices corresponding to the cells filling out all

of IRn, we must use some information about where our minimum surface might be. For

instance for the case of area (or constant coefficient convex surface integrands in general),

the minimum area surface will always lie within the convex hull of the boundary. We can

replace all cells outside this region by a single cell v∞. Thus all facets on the boundary of the

convex hull are connected to the same node v∞, with pipes of capacity equal to their areas, as

usual. (This technique can also be used to solve constrained minimization problems, where

the surface is forced to lie in some region which it might otherwise not lie in.) If we use the

convex hull of the boundary, as just suggested, we will find the true area-minimizing surface,

but we probably do not have enough room to exhibit the true flow—some of the flow we find

will go through the node v∞. If we want a true flow as well as a true surface, we can use a

larger region; if we can find a flow that uses none of the arcs to v∞, we know this is a true

flow. Our algorithm will prefer to find the shortest paths for flow, so the flow we get will

tend to be concentrated near the final surface.

There are many algorithms known for the minimum-cost circulation problem, starting

with the work of Ford and Fulkerson [FF] on a special case. The max-flow/min-cut problem

on (G, p) is the case where ap is non-zero only for the one edge p: we try to maximize the

flow in the single arc p = (t, s), or, deleting this arc from the graph, to maximize the flow

from a source node s to a sink node t. See [GTT] for a nice summary of current knowledge

about efficient algorithms for both the min-cost circulation and max-flow problems.

Given an existing flow f in a network G, the maximum flow f ∗ can be obtained from f

by adding a maximum flow in the residual graph Gf , which has an arc of capacity up−fp for

each arc of G for which this is positive. Clearly Gf represents the spare capacity available in

G—legal flows in Gf are exactly the flows which can be added to f in the original network.
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Many algorithms for the max-flow/min-cut problem work by maintaining a feasible flow, and

looking for augmenting flows in the residual graph; we will discuss these in Section 2.3.

Let us examine our pair of dual problems more closely, and find some criteria for op-

timality. So-called weak duality says that any feasible solution to the primal problem has

objective function no larger than that of any feasible solution to the dual. This is easy to

prove using the known constraints. In our case,∑
p

fpap =
∑
p

fpap +
∑
v

πv

( ∑
p=(v,w)

fp

)
=
∑
p

fp(ap + πv − πw)

=
∑

fpdp ≤
∑
|fp||dp| ≤

∑
up|dp| (2.4)

Strong duality says that, for any pair of optimal solutions, there is equality here. The easiest

way to prove this is by means of the algorithm—we will show our algorithm terminates with a

pair of solutions with equal objective functions, which thus by weak duality must be optimal.

This construction proves strong duality. The algorithm will also preserve integrality, so that

if we start with integer weights ap, the final surface dp is also integral. (If the capacities up
happen to also be integral, then the final flow values fp are integral as well.)

In order for equality to hold in (2.4), there are certain orthogonality conditions (sometimes

called complementary slackness conditions) between the primal and dual variables. We can

use these to measure our progress towards optimal solutions. If
∑
up|dp| =

∑
fpdp, then

equality must hold for each term, so

dp > 0 only if fp = up, (2.5)

dp < 0 only if fp = −up.

The geometric interpretation of these conditions is that a facet can be used as part of the

surface only if the corresponding pipe is used to capacity (forwards) in the flow.

2.2 Algorithms for minimum-cost flows.

To solve the minimum-cost flow problem described in the last section, we will use a primal-

dual or Hungarian method of the type originally proposed for a related problem by Kuhn

[Kuh]. This maintains feasible solutions to the primal and dual problems at all times, and

alternates improving the two objective functions (while increasing the orthogonality of the

solutions). A generalization by Fulkerson and Minty to handle initially infeasible solutions

is known as the out-of-kilter method (see [Law, DFF]).

We will use only the dual variables dp; the potentials πv could be determined from the

condition (2.3), up to an additive constant which is arbitrary anyway. Other algorithms

work by storing only the πv, and computing dp from these equations. The graphs we are

most interested in are sparse—E is O (V ) for any fixed dimension n—so we don’t pay any

penalty for storing dp, and the choice is really an implementation issue; we will describe
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the algorithm in terms of dp. Our algorithm works well for the case we are interested in,

where most of the ap are 0, and the rest are small integers. We will compare other possible

algorithms later. Note that we make no assumptions about the size or commensurability of

the capacities up, which, for the complexes we usually have in mind, will have no relation to

one another.

We start with any pair of feasible solutions. For instance we can take fp = 0 and dp = ap.

Note that after this initialization, we can ignore the original surface a—the improved surface

d will at all times result in an equivalent flow problem. At any stage, if the current solutions

are not optimal, some orthogonality condition (2.5) is violated. We try to fix this, by finding

an optimal solution to a restricted primal problem—the restriction is that we do not allow

any additional violations of orthogonality. The restrictions will also make the problem easier

to solve than the original. If this new primal solution does not give an optimal solution to

the original problem, it will show us how to improve our dual solution. Then we continue

the iteration: the improved dual has given us a new restricted primal problem to solve.

In our case, a violation of orthogonality is a facet p̂0 which is used in the current surface

but not used to capacity in the current flow. We measure the failure of our existing solution

to be optimal by the sum of dp over such arcs, which we will call the deficit of the solution.

We try to increase the flow through the arc p0, by solving a max-flow/min-cut problem for

this arc. However, we don’t want to violate any orthogonality already achieved, so the graph

we work with is a subgraph Gd
f of Gf , with all arcs backwards through existing surface

deleted. In other words, Gd
f has an arc p of G iff dp ≥ 0 and fp < up.

The max-flow/min-cut problem for (Gd
f , p0) is thus our restricted primal problem. We

will discuss some standard methods for solving this later. Once we have a solution, we add

it to the existing flow in G, and consider two cases. If the new flow saturates the arc p0,

i.e., the min-cut consisted of just this arc, then we now satisfy orthogonality there, and can

choose a new p0. Otherwise, it is impossible to increase the flow to capacity in p0, at least

with the restrictions due to the current surface. But the min-cut discovered in this case

supplies us with an improved surface d. This is summarized in the following lemma, and

illustrated in Figure 2.1.

Lemma 2.1. Suppose we have feasible solutions f and d in a network G, and p0 = (t, s)

is an arc on which the orthogonality conditions are violated. Let f ′ be a maximum flow in

(Gd
f , p0), and let S be the set of vertices reachable from s in Gd

f+f ′ , representing the minimum

cut. Then f + f ′ is a legal flow in G, and either f + f ′ saturates p0, or incrementing dp for

each p ∈ G leaving S will result in an improved dual solution (surface of smaller energy)

while violating no new orthogonality constraints. In fact, in either case, the deficit of the

solution will decrease.

Proof. Suppose p0 is not saturated in the new flow. All arcs leaving S in the graph G have

been deleted in Gd
f+f ′ ; otherwise we could reach more than just the vertices of S in this

admissible graph. So for each such arc p either it is now saturated (in which case we can

33



Figure 2.1. The algorithm for minimum-cost flow will first put as much flow through the initial

surface as possible. Here we see 5 units of flow passing through the dashed initial surface, which

spans the boundary circled. Orthogonality is still violated on the two arcs shown with heavy

lines. If we try to increase the flow through either of these, we get blocked; the minimum cut

found is shown by the three circled nodes. The algorithm will modify the surface to pass on the

other side of these nodes, as shown by the dotted line.

increment dp without violating orthogonality), or −p is part of the surface d. In this second

case, decreasing d−p (at least to 0) may decrease the deficit (if −p is not used to capacity),

but cannot increase it. Certainly the one arc −p0 is not used to capacity, so the deficit here

does decrease.

To show that the change decreases the area of the surface d, note that by flow conserva-

tion, there is no net flow out of S. All arcs p out of S for which dp ≥ 0 (and hence |dp| is

increased) are being used to capacity, but at least some of the p for which dp < 0 are not

used backwards to capacity (since orthogonality was violated at least at p0). Thus the total

capacity or energy of the arcs where we remove some surface is greater than the total energy

of the arcs in the new piece, so the new surface is an improvement.

Theorem 2.2. If all the initial weights ap are integers, then after a number of iterations

(bounded by the deficit of the original solutions) of the procedure of Lemma 2.1, we obtain

a pair of optimal solutions f , d. These satisfy strong duality,
∑
fpap =

∑
|dp|up, and the dp

are integers. If the capacities up are also integral, then so is the final flow.

Proof. In each iteration of the lemma, we increment some dp. In general, the largest possible

increment we can use is the minimum d−p over the part of the existing surface that is to be
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removed. (We don’t want to go so far as to introduce any surface there with the opposite

orientation.) However, we don’t even need to be this clever; if all dp are integers, then this

increment can be taken as 1. Thus the deficit decreases by at least 1 each iteration. Once

the deficit is 0, there are no violations of orthogonality. Thus the solutions must be optimal

and satisfy strong duality. At all stages, the dp remain integers. The fact that the flow is

integral, if all capacities are, follows from the corresponding result for the max-flow/min-cut

problem, since we only modify the flow as a result of max-flow computations.

If the ap are in fact large integers, then we can improve this result by a scaling technique.2

Suppose the numbers ap are at most k bits long. Then we will divide the iterations into k

phases, each concerning itself with bits of lower significance than the preceding. The (non-

existent) 0th phase ends with f = 0 and d = 0. To start the ith phase, keep the current f ,

double the current d, and then add to d the 2k−i bit of a, that is,

dip = 2di−1
p +

(
[2i−kap]− 2[2i−k−1ap]

)
,

where [x] denotes the integer part of x, truncated towards 0. The deficit for any arc is now at

most 1—it can be 1 only if ap had the corresponding bit on, but p was not used to capacity

in the previous flow. We iterate the step of Lemma 2.1 on this new problem until the deficit

is 0. Then we are ready to move to the next phase.

This scaling algorithm terminates after a number of iterations at most equal to the

total number of 1 bits in the positive ap, which is an improvement over A =
∑
|ap|. The

correctness of the algorithm follows from the fact that throughout the ith phase, f and d

are feasible solutions to the scaled problem with ãp = [2i−kap]. At the end of the phase we

have an optimal solution to this scaled problem.

Other algorithms [GTT] for the min-cost circulation problem are known. Edmonds and

Karp proposed an algorithm like ours, but scaling capacities, not costs. The tricky part is

to analyze the case where not only does the max-flow/min-cut algorithm not saturate p0,

but also where, in adjusting the surface, we are prevented from decreasing dp0 all the way to

0. This is the case when no new orthogonality condition is satisfied (even though the deficit

is reduced). They suggested, in this case, running max-flow/min-cut again on p0. By using

information from the preceding run of max-flow/min-cut, they were able to view several

iterations like this as one max-flow/min-cut computation, getting an overall time bound of

O (E(E + V log V ) logU), where U is the total flow. This would not be appropriate for our

use, since we have non-integral capacities.

There are several related algorithms due to Tardós and to Goldberg and Tarjan which rely

on a different kind of cost scaling than the one we described. These are primal algorithms,

which pay attention mainly to increasing the flux and don’t necessarily maintain an improved

dual solution. The essential idea is that of finding minimum length residual cycles which

2After deriving this result, I saw reference to a paper of Röck [Roe], which evidently gives a cost-scaling
result, perhaps the same as the one given here. I have been unable, however, to locate this reference, or find
a specific description.
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could increase the desired flux. In fact, what we will measure for a cycle C is the effective

length, or the number of arcs divided by the number of sheets of surface (
∑

p∈C ap =
∑

p∈C dp)

which it goes through. A cycle cutting through the surface twice thus counts for only half

its true length. (This effective length is the reciprocal of what is called the mean cost of the

cycle in the economic interpretation.) It is clear that any non-optimal flow must allow some

such cycle, for if f + f ′ is better than f , the flow f ′ can be decomposed into simple cycles.

In fact, the length, and hence the effective length, of any simple cycle is at most V . So if

we measure the quality of a flow by the minimum effective length of cycles along which we

could increase flow to improve the objective function, then any flow of quality more than

V is optimal. Note, however, than even the 0 flow has quality at least 1/A, where A is the

maximum ap.

So if some process can double the quality of a flow with a certain amount of work, it

will produce an optimal flow after log(AV ) iterations. Goldberg and Tarjan [GT] analyzed

an algorithm in which we repeatedly cancel cycles of minimum effective length by adding

the maximum allowed flow around the cycle. They showed that a sequence of O (V E) such

steps will double the quality.

Similarly [GTT] we can double the quality by O (V ) iterations of a blocking flow com-

putation. This is similar to the max-flow computation in the inner loop of our algorithm,

but the admissible graph omits not only arcs backwards though the existing surface, but

also arcs which are not part of the surface at all. A blocking flow on an acyclic digraph

(like this smaller admissible graph) is a generalization of a maximum flow—one in which the

flow value can only be increased by decreasing the existing flow in some arc—and is easier

to compute than a true maximum. Since this algorithm uses a smaller admissible graph, it

only allows flow increases through existing surface. Thus it obviously cannot be using the

initial surface a or improved homologous surfaces with less area. In fact it instead spreads

out the surface into many layers with fractional weight (and greater area) in order to build

the flow.

Ideas like this are used by Tardós to get polynomial bounds not involving A or U , called

strongly polynomial bounds, on running times for these algorithms. The essential result is

the following lemma, which we do not prove, since for the cases we are interested in, an

O
(
log(V A)

)
bound is better than O (E log(V )).

Lemma 2.3. [GTT] If f has quality at least k, then we can find k surfaces homologous to

a such that every facet used in more than one of the surfaces (technically, used to weight

more than 1 in their sum) is used to capacity in the current flow. These can be found by a

min-cost tree procedure on the residual graph Gf with costs 1− ap. Furthermore, any facet

used to weight more than 2n in the sum of the surfaces is used to capacity not only in the

flow f , but in all flows with quality at least k.

Another possible algorithm is a variant of the usual linear programming simplex algorithm

[Tar1]. For the simplex algorithm, we maintain a basic primal solution, which here means

a flow in which every edge is used to capacity in some direction, except for edges in some
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spanning tree of G. Once we have such a solution, it can be improved by pivot steps which

can be arranged to be similar to the cycle cancelling described above. We prefer to find a

solution with as little flow as possible, rather than filling out space with loops of flow that

contribute nothing to the flux.

Using one of these procedures might be a slight improvement over our suggested algo-

rithm, if the number of facets in the initial surface is much greater than log n. But we prefer

to choose the algorithm with a clearer physical interpretation.

2.3 Max-flow/min-cut algorithms.

In the last section we have invoked an algorithm for the max-flow/min-cut problem; we will

now describe some algorithms which might be used. The simplest algorithms are again of the

primal-dual type, although the roles of the flow and cut problems are reversed. Remember

that the max-flow problem on (G, p0) is the min-cost circulation problem with all ap = 0

except ap0 = 1. We write p0 = (t, s). Given any surface d homologous to a (but not equal),

the union d−a divides the vertices into two sets S 3 s and T 3 t. Then d or S is described as

a cut. The classical max-flow/min-cut algorithm maintains the surface a and an improving

flow f (initially 0), and repeats the following step: given a flow f , consider the restricted

cut problem, where we are not allowed any new violations of orthogonality. In other words,

we look for a cut d, but are only allowed to use p̂ in d if p is being used to capacity in the

flow f . If we succeed, and find an improved surface d, this is in fact a min-cut, and the flow

was maximal. If we fail to find any solutions other than a, then our failure was due to some

cycle of residual arcs, and this shows us how to augment the flow f .

In more detail, given f , if p0 is used to capacity, then f and a are already optimal

dual solutions. Otherwise, label s as belonging to S, and then recursively label all vertices

reachable from s in the admissible graph Ga
f . If we ever label t, then the path found from

s to t is a path along which we can increment f . If not, the final S is an improved cut,

and the new surface d = ∂S + a consists entirely of facets used to capacity in f . Thus by

orthogonality the flow is maximal, and the cut is minimal.

As long as we use a reasonable labeling process, such as breadth-first search, this algo-

rithm will terminate in polynomial time. Breadth-first search means we always choose a

shortest possible augmenting path for the flow. Edmonds and Karp [EK] showed that this

results in at most O (V E) iterations, or total time O (V E2). Dinic [Din] suggested augment-

ing the flow along all shortest paths at once. This involves computing the layered network

L of the admissible graph, that is, the subgraph which contains the arc (v, w) only if it is

part of a shortest path from s to w. A blocking flow on such an acyclic network L is an f

such that there is no augmenting path in L ∩ Lf , i.e., any greater flow f ′ must use some

arc less than f did (see Figure 2.2). Karzanov, Tarjan, and Goldberg and Tarjan (see

[Tar2, GTT]) have found successively better ways to find such blocking flows, reducing the

total time to O (V 3). These algorithms involve Karzanov’s idea of a preflow, which is like
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Figure 2.2. This max-flow network, with source s, sink t, and capacities 1 on each directed

arc, has a blocking flow, shown by the large arrowheads, which is not a maximum flow.

a flow except that the conservation constraint can be violated at some nodes. We start by

putting maximum flow in the one arc p0, and then try to push flow out from vertices v that

have excess flow coming in; if this is not possible, we relabel v, that is, move the minimum

cut around to the far side of v. In fact the algorithm of [GT] uses this idea without dividing

the algorithm into Dinic’s stages. By using sophisticated data structures proposed by Sleator

and Tarjan [ST], the theoretical running time can be reduced to O (V E log(V 2/E)).

Since we are interested in sparse graphs where E is O (V ), these additional savings are

not very important, so we will just describe the analysis of [EK]. Label all vertices by their

distance from s in the admissible graph. The label k on t is the length of any shortest path

from s to t. Whenever we augment the flow along some shortest path, one of the arcs in this

path becomes used to capacity, and is thus deleted from the admissible graph. Despite the

fact that there may be new admissible arcs, none of these are part of new paths of length k

from source to sink. In fact each new arc is the opposite of one used in the augmentation,

so goes from a vertex labeled i + 1 to one labeled i, and thus cannot be part of any path

from s to t of length less than k+ 2. Thus after at most E augmentations, the length of the

remaining shortest paths must have increased to at least k+1: if not, we would have deleted

all the edges of the admissible graph. Since no path can have length more than V , as soon

as k gets this large we are done. Thus the algorithm needs at most O (EV ) augmentations.

Each augmentation takes time O (E) using breadth-first search.

Finally, we note that in the case where all arcs of G (including p0) have the same capacity

1, then we can find a maximum flow and minimum cut in time O (E) by a single breadth

first search. This either augments the flow to fp0 = 1 = up0 and shows p0 was a min-cut,

or shows that no flow is possible by producing a better cut S. This improved bound can be

used in our min-cost flow algorithm whenever all capacities (facet energies) are the same. We

cannot produce arbitrarily accurate approximate surfaces with cell complexes whose facets

all have equal area, but such complexes can provide rough results with little computational

effort. The next chapter will describe some such complexes, as well as those used for higher

accuracy approximations. The following theorem summarizes the results of this chapter.

Theorem 2.4. Given an (n − 1)-chain in a cell complex in IRn, we can find the minimum

area (n−1)-chain with the same boundary (i.e., in the same homology class) in time O (V 3A)
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with the algorithm we have described (or O (V 2A log V ) if we use a more sophisticated max-

flow algorithm), where A is the number of facets in the initial surface, and there are O (V )

facets and cells in the convex hull of the initial surface. If all the facets of the cell complex

have equal area, the running time will be O (V A).
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Chapter 3

The Multigrid Complex

We want to find a cell complex in IRn in which arbitrary hypersurfaces have good approxi-

mations. The one we will use, a multigrid, is obtained by slicing along many sets of parallel

planes.

3.1 Net normal vectors.

Given an oriented hypersurface S, the integral over S of its unit normal vector will be called

the net normal of the surface. Its length is at most the area of the surface. Note that any two

homologous surfaces have the same net normal by Stokes’ theorem. Picking a basis for IRn,

we could find the ith component as the integral over S of ±dx1dx2 · · · d̂xi · · · dxn. Abstractly,

we can describe the vector-valued (n− 1)-form which is our integrand as the Hodge star, a

function which, given a tangent (n− 1)-plane, returns its normal vector. We could also find

the net normal of a surface by integrating some vector-valued (n−2)-form over the boundary.

Clearly, the length of this net normal vector, being the same for all surfaces spanning the

boundary, is less than or equal to the area of any one of the surfaces. So given a boundary,

we can find a lower bound on the area of any possible spanning surface. (Of course, this will

only be a good estimate if the true surface has nearly constant tangent planes. The length

of the net normal is the maximum flux through the boundary obtainable with a constant

direction flow; this maximum is achieved by a flow in the direction of the net normal.)

Suppose we have only a finite set of allowed directions {vj: 0 < j ≤ N} ⊂ Sn−1. Given

a surface whose normal vector is always among these, and uses vj over an area λj, its net

normal is
∑
λjvj, while its area is

∑
λj. Surfaces with area no more than 1, and normal

direction chosen from our restricted set, can have net normal vectors only in the convex hull

of the vj in IRn. This hull contains a neighborhood of the origin exactly when the vj do not

all lie in one hemisphere.

If we have an energy function which depends on direction, then we can divide each vj by

its relative cost, and take the convex hull of the resulting vectors. This will be the set of net

normals achievable at unit cost in this new energy.
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Assume that the surface of the convex hull of the vj is triangulated. Given almost any

direction v, the ray
−→
0v passes through a unique simplex of the triangulation. The best

approximation for a flat plane with normal v is given by using the n directions at the

corners of that simplex—they are the directions we must mix to get the point where that

ray intersects the boundary of the convex hull. (If v happens to lie on a lower-dimensional

boundary simplex, it can be approximated by fewer than n of our directions.) This ratio of

the plane’s area to that of the approximation is the norm of this point on the convex hull

below v, since a flat plane has net normal vector equal to its area vector. If the circumradius

of the simplex around v is R, then the worst this ratio can be is
√

1−R2 (if v is at the

circumcenter of the simplex). Thus we see that if we want to be able to approximate

arbitrary planes without increasing area by more than (1 + ε), we need R2 ∼ ε/2, and hence

will need about O
(
ε(1−n)/2

)
directions. The results of Section 1.3 show (with ϕ = 2R) more

precisely that we can make do choosing N to be O
(
n3/2ε(1−n)/2 log n

ε

)
.

Now let us consider chopping space by parallel planes in each direction vj, with spacing 1.

Eventually, of course, we will scale this picture down so that the spacing in each direction is

some small δ. (We now assume the allowed directions are symmetric—for each vj we can use

it with either orientation without listing −vj separately.) If we have just n directions, we will

obtain parallelepipeds. In general, we obtain a more complicated cell complex, because each

parallelepiped gets chopped in several more directions. First consider the case of n directions.

The parallelepipeds have height 1 in each direction vj. Their vertices (or their centers) lie

in a lattice, the dual lattice to that generated by the vj. This is because the planes normal

to any vj can be taken to be the set {x: vj · x ∈ ZZ}, so then the vertices (where n planes

intersect) are the points whose inner product with each vj is integral. This dual lattice is

generated by vectors wj, where wj · vk = δjk. Thus if we set V := |? (v1 ∧ · · · ∧ vn)|, the

determinant of the original lattice, we have

wj = ? (v1 ∧ · · · ∧ v̂j ∧ · · · vn) /V.

Note that the volume of each parallelepiped is ?
∧
wj = 1/V , which is the determinant of

the dual lattice. This is also the volume, area or length of each lower dimensional face of

the parallelograms, because the heights always equal 1 in the formula Area = base · height.

If the n directions are nearly orthogonal, the parallelepiped has volume just over 1, and its

diagonals are all approximately
√
n. If instead the directions are very close to each other,

then the volume gets very large, and the length of the shortest diagonal, which is
∑
wj,

approaches 1. We will discuss later the effect of further slicing these parallelepipeds in more

directions.

3.2 Approximations in multigrids.

We have given, using the concept of net normals, an upper bound on how well we can

approximate the area of a surface, using only given directions. We will now describe how to
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(b)(a)

Figure 3.1. Two ways to approximate a hypersurface whose normal stays in one orthant. (a).

The upper and lower surfaces of the set of cubes containing the surface. (b). Using the dual

grid, shown with thin solid lines, we get a closer approximation.

actually achieve an approximation this good for planes. We can in fact approximate surfaces

that curve slightly: we assume S is the graph in IRn of a smooth function from some IRn−1

into IR such that its normal vector always lies strictly in the simplex vi1 · · · vin . We will

construct explicitly a nearby approximating surface in our cell complex. Since it will use

only these n directions, the approximating surface has area not much more than its net

normal (by the convex hull construction). Thus it is a good approximation for S.

To construct the approximation, simply divide all of space into parallelepipeds using

these n directions, and consider the union of all which lie below S. We must first translate

S (by some arbitrarily small amount) so that it is in general position, that is, doesn’t go

through any vertices of the parallelepipeds. The boundary of this union will be our (lower)

approximating surface A. Let w1, . . . , wn be the dual basis to the n vectors vij , as in the last

section. Then it is easy to see that S is a graph over the IRn−1 perpendicular to any convex

combination of the wj. This means that if a parallelepiped P is below S, then all P −wj are

also below. Thus only the upper surfaces of parallelepipeds can be part of A, and indeed we

have only used the allowed surfaces with the proper orientation.

We also find that A+
∑
wj lies above S (it is the boundary of the union of parallelepipeds

above S). This shows that projection along
∑
wj maps A to S moving each point less than

the length of this vector (which, being the short diagonal of their parallelepipeds, is hardly

more than 1 if the directions vij are close). Figure 3.1(a) shows these upper and lower

approximating surfaces for a curve in the plane.

By considering the dual cell complex to our parallelepipeds, we can get a slightly closer

approximation. This method also extends more easily to the case where the codimension is

more than one. The dual cell complex is made again of parallelepipeds; they have just been

translated by half a body diagonal. Since our approximation process (like the one above)

is affine invariant, we can assume for this discussion that the n allowed directions are the n
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coordinate directions: vij = ej. We are thus trying to approximate surfaces in the standard

cubic grid. We assume that the direction of the surface always lies in one “orthant”. For

a surface of dimension m we mean by this that for each j1, . . . , jm the inner product of

ej1···jm with the tangent m-plane has the same sign at each point of the surface. For lines

or hypersurfaces, this means the tangent or normal vector respectively lies in one orthant

in Sn−1, in the usual sense. We again take S to be the graph of a function from some IRm,

hence (by the orthant condition) from any coordinate IRm.

Given such a surface S, consider its intersection with the dual cubic grid. We again

assume that S is translated, if necessary, by an arbitrarily small amount to be in general

position, so that it never intersects (n−m− 1)-cells of the dual grid. This gives a division

of S into a cell complex. The dual cell complex, identified geometrically by using cells from

the original cubic grid, will be our approximation. In fact, the approximation A is built out

of m-cubes in the grid, which are dual to the particular (n−m)-cubes in the dual grid which

intersect S (in single points). The faces of these m-cubes correspond to dual (n −m + 1)-

cubes which intersect S along arcs connecting those single points. Continuing, we find a

similar duality in each dimension, and finally, the vertices of the approximation surface are

the center points of the dual cubes which S passes through.

This is probably easiest to imagine in the case of m = 1 (see Figure 3.1(b)). A curve

in space passes through some subset of the dual cubes. The approximating curve we use

connects the centers of these dual cubes. The line segments which make it up are dual to

the cube faces that the original curve intersected.

This really does give the desired approximation in general codimensions. Figure 3.2

shows sample intersections of a line and a plane with the dual cube grid in three dimensions.

Clearly the surface constructed lies near the original surface. We must check that the facets

described do join up to form a surface without any boundary segments. We must also check

that the approximating surface never doubles back, so that indeed it has area close to that

of S, in fact no more than what we know is necessary by the argument about net normals.

The surface never doubles back because each facet is used in the proper orientation.

Because it was a graph with restrictions on its tangent directions, the original S intersected

each plane in any parallel family of (n −m)-planes in the dual grid, and did so in a single

point, with the expected orientation. Thus, of all the m-cubes in the cubic grid which project

to the same cube in any coordinate IRm, exactly one is used in A, and it is used with the

proper orientation.

Supposing some m-cube is part of A, pick one of its faces F . We want to show that F is

on the boundary of exactly one other m-cube in A, with the opposite orientation. In fact,

F corresponds to an (n−m+ 1)-cube in the dual grid, which intersects S in some arc. The

two cubes with face F are the duals to the two ends of this arc, and thus have the proper

orientation. This completes the proof that A is an approximating surface.

Suppose P is any m-plane whose direction lies in the allowed orthant. Then orthogonal

projection onto P is a one-to-one map on S and a one-to-one map on A, so this defines a

bijection between A and S. For any bijection f given by such a projection for some P , the
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(a) (b)

Figure 3.2. The cubes in the dual grid which intersect the original surface S are used to

generate an approximation A in the cubic grid. (a). S is a piece of a plane; the approximation

A is a tent-like surface within these cubes. (b). S is a line segment; A is a path consisting of

line segments connecting the centers of these cubes.

cell division of A is dual to the cell division of S induced by its intersection with the dual

grid, in the sense that cells paired under duality are exactly those which intersect under f .

Also, f moves no point more than half the diameter
√
n of a cube.

Now suppose that, instead of the cubic grid, we use a grid that has been distorted

by an affine transformation which stretches the directions parallel to P and shrinks those

perpendicular. Then the allowed affine orthant becomes smaller, but the distortion of area

for almost flat surfaces (i.e., surfaces whose tangent direction stays in this orthant) is much

less. This proves the following lemma.

Lemma 3.1 (Tent lemma). Given ε we can choose N , and N directions, such that any

m-plane can be approximated in the corresponding multigrid, by a surface in the grid of

just n of these directions, which has no more than 1 + ε times the area of the plane, in

the sense that orthogonal projection onto the plane is one-to-one when restricted to the

approximation, and its inverse stretches area by no more than 1 + ε.

For hyperplanes, the directions we choose are again the n just surrounding the plane’s

normal. The grid these make is like a cubic grid shrunk in that normal direction. To

approximate lines well, we choose n directions almost perpendicular to the tangent direction

(just above the equator of the sphere, but spread equally around, in almost a regular simplex.)

They make a grid which has been stretched in the tangent direction.
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Thus we see how an infinite, nearly flat surface S, whose tangent plane lies in one of our

affinely distorted orthants, can be approximated by using n directions from a multigrid. In

fact we saw that the surface projects onto its approximation A along any direction within

the allowed affine orthant, such that locally the area is hardly increased. This gives us a way

to approximate a finite piece P of S—just use the projection onto A of this finite piece. This

may not consist of entire facets of our complex. However, if the boundary of P is polygonal,

or otherwise well-behaved, we can sometimes get away with using the union of all facets

which intersect the projection to A. In particular, on a δ grid, this will be contained in a√
nδ neighborhood around the actual projection of P . Thus our approximation to the finite

piece P has area increased by no more than (1+ε)2 if the area of a neighborhood of P is not

much more than that of P : we will say that P is (ε, δ)-round if a δ-neighborhood of P in S

has area no more than 1 + ε times that of P . Note that for any ε, every P is (ε, δ)-round

for small enough δ.

3.3 The number of cells in a multigrid.

Here we will examine the structure of multigrids a bit more. This will let us estimate the

size of the network used in our flow algorithm.

We assume that the N families of planes in a multigrid, with normals v1, · · · , vN , are

translated so that no more than N planes ever intersect. Then there are
(
N
n

)
types of

vertices in the grid. We have seen that the “vj1 · · · vjn” vertices have density Vj1···jn , the

determinant of these vji . Note that this determinant is n! times the volume of any of the

simplices in the unit ball of IRn with vertices at the origin and at ±vji . It is at most 1, which

is achieved only when the vji are orthogonal. The total density of vertices in the multigrid

is the sum of this determinant over all the
(
N
n

)
possible n-tuples, which is thus at most

(
N
n

)
.

We can get a better estimate on the vertex density by considering the average determinant

over all n-tuples of points in the sphere, which if we have many evenly spaced directions, will

be close to the average over n-tuples of those. The determinant is the product of the cosine

between the first two directions, the cosine their plane makes with the third direction, and

so on. After k directions have been chosen, the average cosine of the angle between their

plane and the next vector is

ak :=

∫ π
2

0
sinl−k θ cosk θ cos θ∫ π

2

0
sinl−k θ cosk θ

,

where we have put l = n−2. Thus the average determinant ∆ is the product
∏l

k=0 ak. Since∫ π/2

0

sinj cosk =

(
j−1

2

)
!
(
k−1

2

)
!

2
(
k+j

2

)
!

,

we find that

akak−1 =
k

2

(
(l/2)!

(l/2 + 1
2
)!

)2

∼ k

2

2

l
,
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Figure 3.3. A multigrid in the plane with N = 6 families of lines. The number of cells equals

the number of vertices; there are twice as many edges.

and thus that ∆ ∼ (l/2)!/(l/2)l/2, which grows exponentially with n to base e−1/2. For

n = 3, ∆ = π/8. Our bound on the number of vertices in a multigrid is likely to be too large

by this factor (if N is large).

To count the number of cells in positive dimensions, introduce a linear height function h

on IRn, which is the dot product with some vector not equal to any vj. Associate to each

cell in the complex its (unique) vertex of lowest height. Then we count at each vertex p

how many cells are associated to it. The vertex p is the intersection of planes determined

by some vj1 , . . . , vjn . At the vertex, 2n cells meet, just as in a cubic grid; near that point,

none of the planes other than these ji matter. A k-dimensional cell touching p is part of

the k-space determined by n − k of the vji . This k-space is divided at p into 2k “affine

orthants” by the other vji planes. But only the positive one (as measured by h) has p as its

lowest vertex. Thus we find that there are
(
n
k

)
times as many k-cells as vertices, one for each

k-space. Figure 3.3 shows a sample multigrid in the plane.

Constructing a dual graph, as we did for our flow problem in Section 2.1, we find there

are n times as many edges as vertices. The expected number of vertices per unit volume is(
N
n

)
∆ ≈ (N

√
e/n)

n
. Certainly the size of the graph is polynomial in N (for fixed n) and

thus in ε, our desired accuracy.

The duals of multigrids have also been studied by quasi-crystallographers (cf. [dB]). As

we have noted, the link of a vertex in the multigrid is the same as in a normal grid, so the

dual is made of parallelepipeds. To form quasi-crystals, we would choose the directions vj
to be projections from IRN of an orthonormal basis. Then we could realize the dual to the

multigrid with geometric parallelepipeds.

We will later refer to a multigrid with N directions of planes, and spacing δ in each

direction, as an (N, δ) multigrid. The densities of cells in such a multigrid are clearly 1/δn

times as great as those in the (N, 1) multigrids we have studied.
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3.4 Generalized and regular multigrids.

We have defined a multigrid to have equal spacing in each direction vj. This will suffice for

our purposes, since we simply need to assure a fine spacing in every direction to get good

approximations. (Even for non-isotropic energies, we still want equal spacings; there is no

reason to space planes differently in the different directions based on their costs.) But grids

with varied spacing arise within the planes of a multigrid, so we will study them briefly.

Definition. A generalized multigrid given by directions vj and spacings δj > 0, 1 ≤ j ≤ N ,

is the cell complex given by slicing space along parallel hyperplanes with normals vj spaced

δj apart. This multigrid is regular if the planes are translated so that no more than n ever

meet at a point, and if the vectors vj are independent, meaning, specifically, that we can

never find more than k of them in a common k-plane through the origin in IRn, for 1 ≤ k < n.

A generalized multigrid looks much like a multigrid. There are the same kinds of vertices

and cells. The vertices of type (vj1 , . . . , vjn) occur in a lattice dual to that generated by the

vectors uji := vji/δji , and thus have density equal to the determinant of the uji , or
∏

i δ
−1
ji

times the determinant of the vji . We can describe a generalized multigrid by the vectors

uj instead of the vj and δj. This simplifies the statement of the next lemma, which follows

easily from linear algebra.

Lemma 3.2. Within a generalized multigrid given by vectors uj, any (n−k)-plane given by

the intersection of planes normal to k of the uj is divided into a generalized multigrid given

by the projections onto that plane of the remaining uj. If we start with a regular multigrid,

these lower-dimensional grids are also regular.

If we start with a multigrid of spacing δ, then in each hyperplane, the spacings of the

generalized multigrid induced there are at least δ, but may be much larger in some directions.

In a multigrid with n > N , there are usually an infinite number of cell shapes. (This is

not true in certain special cases like the equilateral triangular lattice in the plane, when all

the cells lie in a lattice. We will explore some of these possibilities in Section 3.5.) Since

each cell is convex, and there are a limited number of possible directions, there are of course

only a finite number of topological types of cells, but they can have infinitely many shapes.

We will show now, however, that in a regular multigrid, there is a bound on the ratio of

diameter to inradius for all these cells.

Proposition 3.3. If the directions of an (N, δ)-multigrid form a β-cover of the sphere, then

the diameter of any cell is at most δ/ cos β, and the ratio of diameter to inradius for any cell

of any dimension is no more than 2n/∆ cos β, where ∆ is the minimum determinant of any

n of the vj.

Proof. The diameter bound follows from the fact that any line segment is within angle β of

one of our plane directions, so it cannot extend more than δ/ cos β before intersecting some

plane.
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The inradius r of a convex cell is determined either by two parallel planes at a separation

of 2r, or by n+ 1 independent planes which, if extended, form a simplex of inradius r.

In the first case, the separation of the planes is at least δ, since regularity implies that

even in the lower-dimensional grids no planes are parallel except those from the same family.

The diameter of the cell is at most δ/ cos β as noted above, so we get the result claimed since

∆ ≤ 1.

The second case is slightly trickier. We will bound the diameter of our cell by the

diameter of the simplex mentioned. This diameter is less than twice the maximum distance

from the incenter to a vertex. If the inradius is r, then take this maximum distance vertex

and consider moving the opposite face of the simplex outward, and discarding all the rest of

the multigrid except for the planes parallel to the other faces of the simplex. As we move

the one face out, we are just rescaling the whole simplex, which doesn’t affect our ratio. But

eventually, the insphere touches one of the parallel planes, instead of the face we are moving.

At this point we discard that face, and just look at the parallelepiped, whose diameter is

at least that of the simplex. This inradius is at least δ/2, since that is the minimum plane

spacing. The volume of this parallelepiped is, as we discussed in Section 3.1, given by the

reciprocal of the determinant of n directions of the original multigrid: the n−k determining

the k-plane we are working in, and the k chosen faces of the simplex. This number is also

the length of any of its edges, so certainly none of its diagonals is longer than k times this

much. Thus we get the bound we wanted. Note that ∆ is non-zero by the regularity of the

multigrid.

Although it is easy to make a multigrid regular by shifting directions slightly if necessary,

to make ∆ > 0, it is harder to find a good lower bound on the determinant ∆, while still

getting closely spaced directions as in Section 1.3.

3.5 Other possible cell complexes.

Although multigrids seem essential to get arbitrarily good approximations, if we are inter-

ested in a practical algorithm, we may want to consider how to get less complicated cell

complexes in IRn which preferably have all facets of equal area, and which give decent ap-

proximations (significantly better than a cubic grid.)

We will only consider how good the approximations are for flat hyperplanes. As we

have seen for multigrids, this is easily established, and depends on the number of directions

available in the complex. We do not know the extent to which more general approximations

are possible in these new complexes. The size of the cells we need is surely related to the

curvature of the surface to be approximated and the scale of its boundary, as with multigrids.

Although we show later that certain spacings are sufficient in multigrids, these results are

probably not optimal. We will not attempt that part of the analysis for the complexes

considered here.

In two dimensions we might consider the hexagonal and triangular grids shown in Figure
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3.4(a). The triangular grid is a multigrid, with N = 3, and in the worst case for approxima-

tion, the original line has
√

3/2 times the approximating length. (We find it most convenient

to measure this reciprocal cost of approximation, because of the convex hull construction

used below.) Hexagons may seem worse at first, since a line parallel to hexagon sides has only

3/4 the length of its best approximation. But in fact, approximations in the hexagonal grid

correspond exactly to approximations in the triangular grid: each triangle edge gets replaced

by two hexagon edges, and the hexagon edges are always used in pairs like this. Another

way to look at this is to say that no line gets approximated well by the hexagons. Even the

best lines (lines in the triangular grid) have only
√

3/2 times the length of their hexagonal

approximations. The ratio of best to worst approximations is the same for hexagons and

triangles. And this is what is important so that our minimum surface algorithm will not

favor certain directions over others. The fact that all surfaces in the hexagonal grid are

“bad” approximations doesn’t matter once we have smoothed off the surface our algorithm

hands us.

In fact, we can do even better in two dimensions. If we divide the plane into fundamental

regions for the (2, 3, 6) symmetry group of the hexagons, this is a multigrid with N = 6

equally spaced directions. Unfortunately, the lengths of the sides of the triangles are not all

equal. But the dual cell complex can be chosen to have all equal lengths, as shown in Figure

3.4(b). Here a segment of length 3 +
√

3 parallel to the hexagon edges can be approximated

with length 6. A line of length 3
√

3+3 in the direction of the other edges can be approximated

with length 10. This is a 4% better approximation, and in fact this direction is the best

approximated. We again can find the cost of approximating any direction with a convex hull

construction. The set of all vectors which can be approximated at unit cost is the convex

hull of 12 points which lie in the directions we have just calculated. We find the ratio of best

approximation to worst approximation is ≈ 0.893. This is not quite as good as for the dual

multigrid (because of the 4% difference mentioned above), but it is close, and we have equal

length faces, so the flow algorithm runs quickly.

In higher dimensions it becomes harder to keep the face areas equal. In three dimensions

we might consider the Voronoi cell complexes for the face- and body-centered cubic lattices,

and the dual (or Delaunay) complexes. The Delaunay cells1 for FCC are tetrahedra and

octahedra, which form a multigrid with only N = 4 planes (perpendicular to cube body

diagonals), so they are not going to give us especially good approximations.

The rhombic-dodecahedral Voronoi cells of FCC and the squat tetrahedral Delaunay cells

of BCC both have N = 6 planes, perpendicular to cube face diagonals. (The 12 normals

to these planes are at the corners of a cuboctahedron on the sphere.) The BCC Delaunay

complex is a multigrid with these directions (the particular non-regular multigrid where

all 6 planes meet at a point), so its cost ratio can be determined as the inradius of that

cuboctahedron, namely 1/
√

2.

1B. N. Delone published his later papers under his Russian name Boris Nikolaeviq Delone, but
since his early papers appeared in French, these cells have entered the literature under the French spelling
of his name.
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(a)

(c)

(b)

(d)

Figure 3.4. Simpler cell complexes that could be used in two and three dimensions. (a). The

hexagonal and triangular grids give equivalent approximations in the plane. (b). This tiling does

a good job of approximating all directions uniformly badly, since there are 12 directions of almost

equal cost. (c). The Voronoi cells of the body centered cubic lattice would give a similar result

in three dimensions; the areas of the faces are different, however, so the min-cost flow algorithm

does not run as quickly. The figure shows the best approximation for a plane parallel to some

of the hexagons. It uses also tilted squares and even more sharply tilted hexagons, and is the

hardest direction to approximate. (d). This shows the approximation for the easiest direction in

the BCC Voronoi cells.
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The FCC Voronoi cells use the same directions, and by symmetry, all these 12 directions

have equal approximation cost. But as for hexagons in the plane, these are among the

hardest directions to approximate. Planes parallel to cube faces can be approximated at

reciprocal cost 1/
√

2 (we use the top four faces of each rhombic dodecahedron in one layer,

so each rhombus used is at angle π
4

to the plane we are approximating). Planes parallel

to octahedron faces can be approximated at reciprocal cost
√

2/3 by a similar argument.

The worst approximation directions are found again by a convex hull construction; here

the convex hull is a slightly stellated cube. We first compute the reciprocal cost of the 12

directions in which we have faces. Each of these lies exactly between two cube corners, and

we find its reciprocal cost is 2/3. Then the worst cost direction overall is somewhere between

this and an octahedron corner, and we find it has reciprocal cost
√

2/5. Thus the overall

best-to-worst cost ratio is 2/
√

5, so there is no more than 12% difference in approximation

cost for any two planes.

The BCC Voronoi cells are truncated octahedra, and have faces in the 7 directions which

were lowest cost for the FCC Voronoi cells (whose normals lie at the vertices of the octahedron

and a cube). Planes parallel to the hexagons can be approximated (as in Figure 3.4(c)) with

reciprocal cost 4
√

3/(3 + 9
2

√
3) ≈ 0.642: a triangular fundamental region in the figure needs

one hexagon and one square in its approximation. These are the hardest directions to

approximate. The best directions are the six pairs perpendicular to cube face diagonals. To

approximate these we use one hexagon of area 3
√

3/2 and one square of area 1, covering

area 3/
√

2 and 1/
√

2 respectively, as in Figure 3.4(d). Thus the overall reciprocal cost here

is 2+3
√

3
4
√

2
, and using the convex hull construction on these 12 directions, we find the best-to-

worst ratio is ≈ 0.8165, not as good as FCC Voronoi cells. Note also that the face areas are

not equal here, so the min-cost flow algorithm would not run as fast. Similarly, the analogs

of Figure 3.4(b) in three dimensions can be arranged to have equal edge lengths, but not the

equal face areas we want. Thus it seems the best practical choice for somewhat crude but

reasonable approximations in three dimensions is the Voronoi complex for the lattice FCC.

In n dimensions, we will consider the Delaunay complex for the lattice A∗n, the analog of

BCC. Again, there is only one kind of “hole” in this lattice, or one kind of Delaunay cell, a

simplex which is not regular but which does have all faces congruent. See Chapters 4 and 21

of [CS] for the results on lattices used here. We will use a coordinate system for An and A∗n
in which they lie in the hyperplane of IRn+1 where the coordinates sum to 0. The normals

to the Delaunay faces are, by duality, in the directions of the edges of the Voronoi cells.

These cells are the “permutohedra”, whose edges are all permutations of (0n−1, 1,−1). So

we have planes in these
(
n+1

2

)
directions, forming a multigrid, and must take the convex hull

of these points to find the unit cost ball. Note, however, that these points are exactly the

nearest neighbors of 0 in the lattice An. By duality, the corners of the Voronoi cell of 0 in

this lattice are the directions of largest cost, and in fact, comparing Figure 3.5, we find that

the cost is just
√

2 times the distance to the corner. (This is really the same as the Wulff

construction.) There are bn+1
2
c different kinds of Voronoi corners, at distances

√
ij/(n+ 1)
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2

x x

1/x

0v

Figure 3.5. The distance to the center of a face of a convex hull is the reciprocal of the distance

x to the Voronoi corner v.

from the origin, for i+ j = n+ 1. The worst cost for any direction in our approximation is

therefore √
2bn+1

2
cdn+1

2
e

n+ 1
∼
√
n+ 1

2
.

This is better than the worst approximation in the cubic grid by about a factor of
√

2.

Perhaps the Voronoi cells for An would also be a good complex to use in IRn.
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Chapter 4

Approximating Curved Surfaces

4.1 Integral currents.

We will summarize here some of the basic results of geometric measure theory that we will

need (cf. [Mor, GMT]). The oriented surfaces we will work with are the integral currents.

Let Dm be the space of C∞ differential m-forms with compact support in IRn. Then we

call elements of the dual space Dm the m-currents. The boundary of a current is defined

by Stokes’ theorem: ∂T (ϕ) = T (dϕ). The mass M(T ) of a current is the maximum value

T (ϕ) takes, over differential forms ϕ such that 〈ϕ(x), ξ〉 ≤ 1 for every m-plane (unit simple

m-vector) ξ at x. We also define N(T ) = M(T ) + M(∂T ). The support of a current T is

the smallest closed set A such that T (ϕ) = 0 for any form ϕ supported outside A.

The most interesting currents are those arising from rectifiable sets. Let Hm be the

usual m-dimensional Hausdorff measure. We define an m-rectifiable set1 as a set which is

Hm-measurable, has finite Hm-measure, and is contained (except for Hm-measure zero) in

the union of the images of countably many Lipschitz maps from IRm. Note that by this

definition any measurable set of finite Lebesgue measure is n-rectifiable, since Ln is the

same as Hausdorff n-measure. Countable unions of m-dimensional manifolds, together with

arbitrary lower-dimensional sets, are typical m-rectifiable sets. Rectifiable sets have density

1 and a well-defined tangent plane almost everywhere [Mor, §3.12]. An orientation for a

rectifiable set S is a measurable function ξ on S whose value at almost any point is a unit

simple m-vector corresponding to one orientation of this tangent plane.

Associated to an oriented rectifiable set S is a rectifiable current, defined on a differential

form ϕ by

S(ϕ) =

∫
S

〈ξ, ϕ〉dHm.

Any integral linear combination of such currents is still a rectifiable current (as are convergent

countable combinations); that is, we allow integer weights at the points of S. A rectifiable

current whose boundary is also rectifiable (in particular has finite mass), is called an integral

1Our definition differs slightly from Federer’s definition [GMT, §3.2.14].
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T

S

Q
RR

Figure 4.1. The flat distance between T and S is the essentially the mass of a current Q

spanning their difference. We add in the mass of R, where T − S = ∂Q+R.

current. The space of integral currents is denoted Im. Any linear combination of polyhedra

is rectifiable—the corresponding integral current is called a(n integral) polyhedral chain.

The image of a rectifiable set under a Lipschitz map is again rectifiable. This action can

be extended to currents. We will write f#(T ) for the image of T as a current under the map

f . More general than the rectifiable currents are the integral flat chains Fm, which are linear

combinations of rectifiable m-currents and the boundaries of rectifiable (m+ 1)-currents.

We usually measure distance between currents not by mass, but by the integral flat norm,

which gives a better sense of geometric closeness (see Figure 4.1):

F(T, S) = inf
T−S=R+∂Q

M(Q) +M(R),

where R and S must be integral currents.

Our main theorems will show that integral currents can be approximated in this flat

norm by currents made of facets from the multigrid complex. Mass is lower semicontinuous

in the flat norm: a flat limit of currents can have less mass than the limiting currents do (as

when two parallel planes with opposite orientations approach and then cancel each other),

but the opposite cannot happen.

Two important theorems about currents are the strong approximation theorem and the

compactness theorem.

Theorem 4.1 (Compactness). [GMT, §4.2.17], [Mor, §5.5] For any constant C, let IC be

the set of integral currents T which have N(T ) ≤ C and are supported in a compact ball of

radius C. Then IC is a compact set in the topology given by the flat norm.

Theorem 4.2 (Strong Approximation). [GMT, §4.2.20], [Mor, §7.1] Given ε > 0 and

T ∈ Im, there is a polyhedral P supported in an ε-neighborhood of sptT , and a Lipschitz

map f with |f(x)− x| ≤ ε for all x and

Lip f, Lip f−1 ≤ 1 + ε,

such that N(f#T − P ) < ε.

This implies a weaker result, which is what we will need below, namely that any T

is flat close to a polyhedral P which has not much more mass. To show this, first note

54



N(P ) ≤ N(f#T ) + ε. Then let h be the linear homotopy which changes the identity map

into the map f in time ε; since

T − f#T = ∂h#(T × [[0, ε]])) + h#(∂T × [[0, ε]]),

we have

F(T − f#T ) ≤ M(h#(T × [[0, ε]])) +M(h#(∂T × [[0, ε]]))

≤ εN(T )(Liph)m ≤ ε(1 + ε)mN(T ).

We will be interested in general in theorems which approximate currents in the flat norm,

without much increase in mass. Usually (as in the result above and the cubic deformation

theorem) the amount of flat distance we allow between T and its approximation is propor-

tional to the mass of T times some length scale δ. This length scale enters because flat

distance (on cycles at least) is really an (m + 1)-dimensional measure. Here we note that

sometimes we can make such a flat-close approximation, while actually reducing the mass.

Suppose we allow ourselves to replace T by S whenever F(T, S) ≤ δ (M(T )−M(S)). Since

this condition is transitive, we can repeat the process, and no matter how small the resulting

S can get, it stays within flat distance δM(T ) of T . Suppose we reach, perhaps as a limit,

some S which cannot be further improved. Then S must have generalized mean curvature

(in the sense of varifolds [All]) at most 1/δ everywhere: intuitively, mean curvature at a

point is (−1/m times) the possible savings in area there divided by the cost in volume swept

out.

In more detail, if there was a point where S had a non-minimal tangent cone, or very

high mean curvature, we could consider a small (compared to δ) ball around that point.

Within that ball, we could make a savings in area, without moving much in flat distance,

again because the (m + 1)-dimensional nature of the flat norm means our condition isn’t

scale invariant.

Thus any current is flat close to one with bounded mean curvature. But for our purposes

later, we will need bounded principal curvatures. Unfortunately, we cannot replace mean

curvature with principal curvatures in this result—in high dimensions, even minimal surfaces

can have singularities, with unbounded curvatures. But we will, in Section 5.7, be able to

approximate T by a smooth surface whose principal curvatures are bounded over most of its

area.

4.2 The cubic deformation theorem.

Another standard result about currents (which in fact is used in the usual proof of compact-

ness) is the cubic deformation theorem, which says any integral current can be approximated

by a nearby one lying on a cubic grid. Because we want to determine somewhat better con-

stants than the ones usually given, we will outline the proof here. See the references given
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for more details. Remember that for smooth surfaces whose tangent plane always lies within

a single orthant, we already have a better result from Section 3.2.

Theorem 4.3 (Cubic Deformation). [GMT, §4.2.9], [Mor, §5.1] Suppose T ∈ Im(IRn).

Then there is a polyhedral chain P in the m-skeleton of the standard cubic grid of side δ

such that P is close to T :

M(∂P ) ≤ γ′M(∂T ),

M(P ) ≤ γM(T ) +

√
mδ

2
M(∂P ),

F(P, T ) ≤ ηδN(T ).

Furthermore, P lies entirely in the cubes containing T , so that no point of sptP is more

than δ
√
n away from T . We can take γ = γ′ = 2η = 2n2m+2, as in [GMT], or improve this

to

γ′ = 2
√
m

(
n

m− 1

)
,

γ = 2
√
m+ 1

(
n

m

)
,

η = 2n(n−m+ 2)

((
n

m

)
+

(
n

m− 1

))
.

In particular, for m = n− 1, we can use γ = 2n3/2 and γ′ = nm3/2.

Proof. The proof proceeds by centrally projecting T onto the boundary of each cube. Then

we repeat the process on each boundary (n− 1)-cube and continue until we have projected

onto the m-skeleton. The basic idea is that although the projection can stretch areas greatly

near the center of a cube, given T we can find a translation of the cubic grid so that this

stretch is not too bad. We will take δ = 2 in the proof—the results from that case can

obviously be scaled to give the results for general δ.

Let σk be the projection from the (k + 1)-skeleton to the k-skeleton (of the odd integer

cubic grid), extended to all of IRn by setting σk = σk ◦ σk+1. If we compute derivatives

of these maps, we find they depend on the distances to the nearest cube center along the

different coordinate directions. In fact, defining functions uk to pick out these distances,

ordered so that u1 ≤ u2 ≤ · · · ≤ un, then the derivative of the map σk is given by

uk+1Dσk =


1 0 · · · 0 −u1/uk+1

0 1 · · · 0 −u2/uk+1

. . .

0 0 · · · 1 −uk/uk+1

0 0 · · · 0 0

 .
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Multiplying this matrix by its transpose, we get a matrix whose characteristic polynomial

has roots 0, 1+
∑k

1(uj/uk+1)2, 1, 1, . . . , 1. Since uj ≤ uk+1, we see that these roots are at most

0, k+1, 1, . . . , 1, so the j-dimensional stretch Jjσk of the map σk is bounded by
√
k + 1/ujk+1.

We claim that after a random translation by a, the stretch of area of any m-current T

under the map σm, which is the integral over T of Jmσm, is at most
(
n
m

)√
m+ 1. This is

because ∫
[−1,1]n

∫
T

(um(x− a))−m dxda = 2n
(
n

m

)
M(T ),

which follows from interchanging the order of integration and noting that
∫

[0,1]n
u−mm =

(
n
m

)
;

essentially this is the number of ways of choosing which coordinates are to be u1, . . . , um.

We now pick a translate so that the stretch is no worse than average. In fact, recalling

Proposition 0.1, we can choose some translate of T such that simultaneously the average

stretch over T is no more than 2
√
m+ 1

(
n
m

)
, and at the same time the (m − 1)-stretch on

∂T is no more than twice its average, namely 2
√
m
(

n
m−1

)
. Note that if ∂T = 0, then we can

get away without this factor of 2, so all the values given below for γ and the other constants

could be half as big.

Let Tk be the projection of T onto the k-skeleton, Sk be the homotopy (m + 1)-current

interpolating between Tk and Tk−1 along the lines of projection, and Qk = ∂Sk − Tk +

Tk−1 the interpolation between two successive projections of ∂T . We know M(Tm) ≤
2
√
m+ 1

(
n
m

)
M(T ). In fact since 1/uk ≤ 1/um for k ≥ m, the same

(
n
m

)
bound is good

for the intermediate projections σk, and we find

M(Tk) ≤ 2
√
k + 1

(
n

m

)
M(T ).

Then M(Sk) ≤
√
kM(Tk−1) ≤ 2k

(
n
m

)
M(T ) since each point is moved a distance less than√

k. Similarly, M(Qk) ≤ 2k
(

n
m−1

)
M(∂T ), for each k ≥ m− 1.

The current Tm is not quite what we want to take for P—we must add Qm−1 in order to

really get a polyhedral chain with boundary only on the boundary of the cubes. We find

M(∂P ) ≤ 2
√
m

(
n

m− 1

)
M(∂T )

and then

M(P ) ≤ 2
√
m+ 1

(
n

m

)
M(T ) +

√
mM(∂P ).

The flat distance between T and P is bounded by the sum of the masses of all the Qk and

Sk, so we can take η = 2n(n −m + 1)
((

n
m

)
+
(

n
m−1

))
. But we must now take into account

that we translated T by some random amount a, a distance up to
√
n. Thus to get S to

span back to the original T , we have to use a slightly larger η, adding in
√
n.
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Unfortunately, because of the random translation involved, even if T starts with its

boundary on the cubic grid, we cannot assume that the boundary is fixed under the defor-

mation. Later we will want to use deformations with such a property. For this, we can use a

modification of the cubic deformation due to Almgren [Alm1] which uses a fixed cubic grid,

but projects within each cube not from the exact center, but from a random point nearby.

In fact, we will extend his argument here to apply to any cell complex whose cells have

bounded shapes.

Lemma 4.4. Suppose C is a compact convex set in IRn with inradius r and diameter d. Let

T be an m-current, m < n. Then we can deform T C to lie on the boundary of C. That is,

if we set S = T C, then there exists a current P supported on ∂C such that

M(P ) ≤ 2
mn

n−m

(
(m+ 1)d

mr

)m+1

M(S).

Furthermore, if we write the boundary of S as (∂T ) C+R then the boundary of P is R+Q,

where

M(Q) ≤ 2
mn

n−m+ 1

(
(m+ 1)d

mr

)m
M((∂T ) C).

Finally,

F(S, P ) ≤ d(M(P C) +M(Q)).

In the case m = n, S can be deformed to be a constant multiple of C, so that again its

boundary gets pushed to ∂C. The same bounds hold in this case, and in fact the first can

be improved to

M(P ) ≤ 2

(
(n+ 1)d

nr

)n
M(S).

Proof. We consider straight-line projection from some point c inside C onto the boundary. If

a point x a distance s from c gets mapped to a point y at distance R, then this map stretches

m-dimensional area at x a maximum of (R/r)m csc θ, where theta is the angle between the

ray −→cx and the boundary of C, as in Figure 4.2. Furthermore, if c is a distance at least

h away from the boundary of C, then it is certainly at least h away from any supporting

hyperplane to C at y, so sin θ > h/d.

Set S = T C. Projecting the current S from a point c would increase its mass to at

most dm(d/h)
∫
S
|c− x|−mdx. If we choose some set A ⊂ C of allowed centers, then we can

compute the average mass of a projection of S. We have∫
A

∫
S

|c− x|−mdxdc =

∫
S

∫
A

|c− x|−mdcdx ≤M(S) sup
x

∫
A

|c− x|−mdc.

Now let us choose A to be a ball of radius ρ. In this case the supremum is clearly achieved

when x is the center of this ball, and we have

sup
x

∫
A

|c− x|−mdc =

∫
Bρ

|c|−mdLnc = nαn

∫ ρ

0

sn−1/smdL1s =
nαn
n−m

ρn−m.
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Figure 4.2. We can project a convex region C to its boundary from any interior point c. The

point x gets moved to a point y which is less than the diameter d away from c. The angle θ

between this ray of projection and the boundary of C has sine at least h/d.

The factor αnρ
n is just the volume of A, so the average is nρ−m/(n−m). Since the inradius of

C is r, we can let ρ = rm/(m+ 1) and still have every center in A be at least h = r/(m+ 1)

away from ∂C. (This choice gets us the best bound below.) We find that the average

projection of S then has mass less than(
m+ 1

m

)m+1
nm

n−m

(
d

r

)m+1

M(S).

The bound on the average projection of ∂T is not quite what we would get by replacing m

by m − 1 here, since that would be the average over a ball A of a different radius ρ. The

stretch for an m − 1 current averaged over projections from a ball of radius rm/(m + 1) is

slightly worse:
nm

n−m+ 1

(
(m+ 1)d

mr

)m
.

By Proposition 0.1 we can choose a point of projection so that both of these currents have at

most twice their average stretch, getting the bounds claimed. The bound on the flat distance

follows from the fact that each point is moved a distance less than d.

For the case n = m, we apply to ∂S the same projection from a point c, but we consider

this to have the effect on S of replacing it by a constant multiple of C (equal to the multiplicity

of S at c). The mass of S is just the integral of its multiplicity over all points of C. Thus

the average c in our allowed set A increases the mass of S to

M(S A)M(C)

M(A)
≤M(S)

(
nd

(n− 1)r

)n
,

where the second part assumes that A is the ball of radius nr/(n+ 1). We must still take A

to be a bounded region like this, so that the argument above will work for ∂T . Technically,
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we should be mapping T and ∂T by a map which projects all but a small ε-neighborhood

of c to ∂C, but on this ball just has a large linear stretch. The limit of such maps as ε→ 0

has the effect we have described [Alm1].

This lemma can be used inductively to prove a deformation theorem in any cell complex

where (as we have seen is true for multigrids) the ratio of inradius to diameter is bounded

for all cells.

Theorem 4.5. Suppose all cells of dimension at least m in a cell complex C have diameter

no more than λ times their inradius. If T is any integral m-current then we can deform it

onto the m-skeleton of C (and its boundary onto the (m− 1)-skeleton, so that the result P

is really a chain in C). This can be done with

M(P ) ≤
(
n

m

)(
2m

(
m+ 1

m
λ

)m+1
)n−m+1

M(T ),

M(∂P ) ≤
(

n

m− 1

)(
2m

(
m+ 1

m
λ

)m)n−m+1

M(∂T ),

F(T, P ) ≤ (n−m+ 1)d(M(P ) +M(∂P ))

If the boundary ∂T already lies on the (m− 1)-skeleton, then it is fixed in this process, and

we find a polyhedral P with the same boundary; in this case we can bound M(P ) by(
n

m

)(
m

(
m+ 1

m
λ

)m+1
)n−m

M(T ).

Proof. We merely apply the lemma in n −m + 1 stages, to push T first onto the (n − 1)-

skeleton, on down to the m-skeleton, and finally to push its boundary onto the (m − 1)-

skeleton, so that T uses entire cells. At each stage, we use the lemma in each k-cell to choose

a good center from which to project to the boundary of that cell. We get the bounds here by

multiplying those given by the lemma at each stage. In the case when ∂T need not move, we

can eliminate the factors of 2 because we are free to choose projection centers to get the best

bound for M(P )—we can take one which is no worse than average. Also, the last projection

step in dimension m is unnecessary.

The bounds here could perhaps be improved by considering the entire sequence of projec-

tion as one map, as in Theorem 4.3. This theorem together with Proposition 3.3 immediately

gives the following corollary.

Corollary 4.6. Given any regular multigrid, there is some constant γ such that any (m−1)-

cycle with flat norm F (as a current in IRn) can be spanned by an m-chain in the multigrid

with area no more than γF . In particular if m = n− 1, then we can take

γ =
n

3n+2
2

mm

(
2

∆ cos β

)n
,
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where ∆ is the minimum determinant of any n multigrid directions, and the multigrid di-

rections give a β-covering of the sphere. For a cubic grid, ∆ cos β =
√
n, so

γ = n

(
2n

n− 1

)n
=: γn

is the maximum increase in area deforming onto a cubic grid.

This result will be very useful to us, though at first it might seem somewhat disappointing.

We chose multigrids to get (on a large scale) better approximations than are possible in a

cubic grid. This last corollary instead gives a much worse constant on general multigrids.

Of course, we intend to use it only on a small scale, and it is not true that small things have

good approximations in multigrids, but we might hope to do somewhat better than simply

pushing a (n− 1)-current onto the (probably quite jagged) edge of the cells it lies in.

One possible way to overcome this problem bounds the cost of the approximation in

terms of the patching size of the cycle we start with, defined recursively to be its mass plus

perhaps δ times the patching size of each boundary component between cells which lie in

different planes.

Then it seems likely that we can patch any cycle in a multigrid onto a fixed cubic subgrid

at cost roughly δ times its patching size. The idea, for example for a 1-cycle in three

dimensions, is that the patching size will be the length plus δ for each corner. Each segment

lies at the intersection of two multigrid planes. We push it to the cubic grid along any one

of the four possible half-planes. This determines directions its vertices must go, so they also

stay in the multigrid. We push any point roughly a distance δ, so the cost is δ times the

total length. Then we must patch things together at the corners. But since again everything

can be done within a δ-neighborhood, the cost at each corner is roughly δ2, and we see the

overall cost is δ times the patching size.

4.3 Cubic deformation on one-dimensional currents.

When T has dimension m = 1, we can use a new and quite different argument to find a

cubic approximation, with better constants. The results we are looking for say again that if

∂T = 0, T can be approximated by some P with no more than γ times the mass, such that

P is flat close to T : F(T, P ) < ηδM(T ). By taking a larger η we might be able to achieve

a smaller γ. But clearly γ cannot be better than
√
n, since a line in the direction of a body

diagonal of the cubes must have its length increased by this factor.

Our approach will be to consider a subgrid of cubes of side kδ, for some integer k. The

first step is to find the intersections of T with the faces of these larger cubes, that is the

boundary of the restriction of T to any one cube (see Figure 4.3). For each cube, pair up

the boundary points in the best way (to make the least area when they are connected by

straight lines). Then we can deform each line segment to lie on the smaller cubic grid of side

δ.
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Figure 4.3. A new proof of the cubic deformation theorem for one-dimensional currents. We

find the intersection with a large cubic grid. Each arc of T between these intersection points is

replaced by a straight line, and then by a path in the finer grid. The loop on the left is close to

the largest current that would be approximated by 0.

We will prove only the case of n = 2, and take here k = 3, as in Figure 4.3. Each 3δ

square has certain points on its boundary marked with + or − from the intersection with T .

We can pair these off with straight lines from − to + in the most efficient manner. This may

give a great savings in length over T , but certainly cannot increase length. Now for each line

segment L, replace it by a path in the δ grid. If the ends of L were on adjacent sides of the 3δ

square, then we can stay on those sides, and not increase length by more than
√

2. If on the

other hand they are on opposite sides, say the top and bottom, we traverse the square along

whichever vertical line in the δ grid lies closest to the average horizontal position of the two

end points. If no backtracking is required on the top and bottom, the
√

2 estimate is still

valid. The worst case with backtracking is where the two endpoints are exactly one above

the other, in the middle of some δ square. Then the cost of the approximation is 2 δ
2

+ 3δ,

compared to the cost 3δ of the straight line. But 4/3 <
√

2, so
√

2 is still the worst case.

Each of these approximating paths taken alone is not a chain in the grid, since near the

end points it may use only parts of some boundary segments. But since a boundary point in

one square is also a boundary point for the adjacent square, when we combine these paths

for all squares, we find these partial segment either cancel out or sum to complete segments.

Therefore we get a real cubic approximation, and can take γ =
√

2, which is as good as we

could possibly get.

Now we must see how big η is. Within each 3δ cube, T and its approximation P have the

same boundary. Thus their difference is a cycle. Its mass is at most 1 +
√

2 times the mass

of T , and we can bound its flat norm in terms of its mass by an isoperimetric inequality.

Suppose we consider, for curves within a square of side s, their length times s divided by

the area they enclose. The minimum will be achieved by a curve which has constant (mean)

curvature except where it follows the boundary of the square. So it is easy to see it must be
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1+2r

r 1 r

Figure 4.4. The region in a square with smallest area/perimeter ratio is as shown with

r = 1/
√
π.

the square with corners rounded off, shown in Figure 4.4. There the side is s = 2r + 1, the

perimeter is 2πr + 4 and the area is πr2 + 4r + 1. The ratio in question is thus

4 +
2π − 8

4 + πr2+1
r

,

which has a minimum where πr + 1/r does, at r = 1/
√
π, where the ratio is

√
π + 2 (a bit

under 4, which is the ratio for the square or for the largest circle inside it). This shows that

we can take

η = 3

(
1 +
√

2

2 +
√
π

)
≈ 1.92,

since the mass of the cycle T −P is at most 1 +
√

2 times the mass of T , and we are working

in a square of side 3δ.

For n > 2, we should be able to use a similar approach. However, we must take each

boundary point p (an intersection of T with the kδ cube faces) and explicitly move it to a

vertex of the δ cubes. Otherwise the result will not be a polyhedral chain; we cannot count

on having the two paths from p in opposing cubes cancel as they do in the planar case.

We shall move it to a corner of the δ cube it lies in; the challenge is to pick which corner

(based on the two other boundary points p is connected to) to avoid drastically increasing

the length of either of the segments p bounds. Because we have to move such points p, we

must take γ a bit larger than
√
n, though it need not be much larger if k is large. We can

again estimate η as (1+γ)k divided by the best isoperimetric constant in a unit cube. Noting

that a unit cube in dimension 2j contains a square of side
√
j, this isoperimetric constant is

about (
√
π + 2)/

√
n/2.
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4.4 A compactness argument valid for all

codimensions.

In this section we will show that given any ε > 0, there is a multigrid in which any integral

current can be approximated to within ε. This result is valid for any codimension, unlike

most of our discussion elsewhere, which concentrates on hypersurfaces. Unfortunately, the

use of compactness in this argument means that we cannot get any explicit constants. For

instance, we do not know which multigrid to take to get 10% accuracy for dimension 2

surfaces in IR4.

The idea behind the proof is to use compactness together with the strong approximation

theorem. Strong approximation says any current can be approximated by a polyhedral chain.

Flat pieces can be approximated well in our multigrid. We just need to use compactness

to get a uniform bound on the number of pieces in the strong approximation, and on their

shapes.

Theorem 4.7 (Uniform Approximation). Given ε and C, there is a constant K =

K(ε, C) with the following property. If T is supported in the ball of radius C and has

N -norm less than C, then there is a polyhedral chain P with at most K pieces, which is

within flat distance εM(T ) of T and has mass no more than (1 + ε)M(T ) + ε. Also, all

the polygonal pieces are (ε, 1/K)-round (in the sense of Section 3.2—a 1/K neighborhood

doesn’t have much extra mass).

Proof. If no such K exists, we can find a sequence T1, T2, . . . such that Tk needs more

than k pieces to get this good an approximation (or the pieces are not round enough). By

compactness, there is a convergent subsequence (which we relabel as Tk), which approaches

some current T in the flat norm. But then there exists j such that for every k > j, F(T −
Tk) < ε/2 and by the semicontinuity of M , M(Tk) > (1 − ε/2)M(T ). By the strong

approximation theorem this T is guaranteed to have a fixed polyhedral approximation P (to

within ε/2). We can then use P as an approximation for each Tk, k > j. Taking K > j

big enough to bound the number of polyhedra in P , and big enough that the polyhedra are

(ε, 1/K)-round, gives a contradiction to our assumption about the Tk, since they can all be

approximated by this P .

Corollary 4.8. Given ε and C, there are N and δ such that in an (N, δ)-multigrid, currents

can be approximated well. Specifically, if T is supported in the ball of radius C and has

N -norm less than C, then T is flat close (within a constant times δM(T )) to some P in our

multigrid, where P has mass no more than (1 + ε)M(T ) + ε.

Proof. We know from Section 3.2 how big we need to choose N to get approximations of flat

planes within (1 + ε/2). We will approximate T by a small number of polyhedra as in the

theorem, and approximate the plane of each polyhedron by the techniques of Section 3.2.
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We merely have to pick δ small enough that we can pick a piece of this approximation which

is roughly the same size as the polyhedron. But this is exactly what the (ε, 1/K)-regularity

tells us is possible.

To use our flow algorithm to find minimal surfaces, we actually want a slightly stronger

result. Given a boundary, we want to pick a multigrid, approximate the boundary in this

multigrid, and then look for surfaces in the multigrid with exactly that boundary, which

approximate a true minimal surface. We have just seen that we can find flat-close approxi-

mations, but these don’t necessarily have the same boundary. In particular, we didn’t need

to worry about patching together the approximations of the different polyhedral pieces. The

result has lots of spurious boundary, but that extra boundary is flat-close to 0. We now

claim that these small gaps can be patched over to give a flat-close approximation which has

the true boundary.

Corollary 4.9 (Crystalline Approximation). Given ε and C, there are N and δ such

that in an (N, δ)-multigrid, currents with boundary in the multigrid can be approximated

well. Specifically, if T is supported in the ball of radius C, has N -norm less than C, and ∂T

is an (m− 1)-chain in the multigrid, then T is flat close (within a constant times δM(T )) to

some P in our multigrid with ∂P = ∂T , where P has mass no more than (1 + ε)M(T ) + ε.

Proof. Apply the previous corollary to give a P ′ which is flat close, but might not have the

same boundary. Set R = ∂P ′ − ∂T , the extra boundary of this P ′. It has small flat norm.

Thus we can span it by a small current in space. Applying Corollary 4.6, we can push this

current to be a chain in the multigrid, with only some constant factor of cost in area. Adding

this chain to P ′ gives the approximation P we want for T .

4.5 Approximating surfaces with bounded curvatures.

We showed in Section 3.2 a few ways to approximate in a multigrid surfaces whose normal

direction stayed within a small region. Here we will prove that we can patch together pieces

like this to approximate any surface whose principal curvatures are bounded. The grid

spacing δ merely has to be chosen small enough relative to the radius of curvature, so that

our approximation can follow the curves in the surface.

Another way to describe the “upper approximating surface” of Section 3.2 is to say it is

the boundary of the region below it. This region is the union of downward cones from all the

convex vertices of the approximation. In other words, given these n multigrid directions, we

look at the parallelepipeds they determine. For each one which includes a point of S, take

the cone from its top vertex (which cone is the union of all parallelepipeds lying below it

in any of the n directions). The boundary of the union of these cones is our approximating

surface.
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x
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V

p

Figure 4.5. The surface S is given by a function with bounded second derivative in a neigh-

borhood of p. If the rays from the cone vertex V have slope at least β, then they will intersect

S near p.

We don’t have to use the n directions most closely surrounding the normal to S. In fact,

we will say that an n-tuple (vj1 , . . . , vjn) is admissible for a direction v if v lies in the simplex

they determine, if planes with normal v can be approximated to within (1+ε) by them (e.g.,

if the simplex has circumradius less than
√

2ε), and if v is near the center of this simplex (at

least β away from any face). We discussed at the end of Section 1.3 how to pick N multigrid

directions to ensure that there is an admissible n-tuple for any v.

The reason we require v to be a distance β away from each face of the simplex is so

that the cones described above will reach the surface before it curves away. Picking n − 1

of the vji determines a face of this simplex in the sphere; it corresponds in the multigrid to

a line determined by the same n − 1 directions. So if we have an admissible n-tuple, then

rays from a cone vertex make at least an angle β with the tangent plane whose normal is

v. To prove they intersect the surface only a slight distance away, it suffices to consider a

two-dimensional slice, as shown in Figure 4.5.

Lemma 4.10. If we have an admissible n-tuple of directions for the normal to S at a point

p, and S is given within a µ-neighborhood of p by a function with second derivative bounded

by M , then for
√
nδ < min(µβ, β2/2M), all rays from the top vertex of a δ-parallelepiped

will meet S within this µ-neighborhood.

Proof. Near p, the surface is given by a height function y = h(x), where h′′ < M . By

Taylor’s theorem, for any x there is some x̃ < x such that h(x) = h′′(x̃)x2/2 ≤Mx2/2. The

equation of the ray is y = d−sx, where the slope s is at most β, and d < δ
√
n =: a since the

short diagonal of the parallelepipeds is less than δ
√
n. (Actually, we could get rid of most of

the factor of
√
n, replacing it by some expression involving ε.) Therefore, the ray intersects

S somewhere where d− sx ≥ −M
2
x2, hence for

x ≤ β −
√
β2 − 2aM

M
.

Now β2 = q(2aM) for some q > 1, by one of the conditions on δ, so
√
β2 − 2aM >

β − 2aM/β > β(1− 1/q), and thus x < β/2qM .
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Figure 4.6. A surface of bounded curvature can be approximated by the boundary of a union

of admissible cones.

To get this intersection point to have sufficiently small x (x < µ), we thus need q >

β/2µM . But we also had q < β2/2aM . For these conditions to be compatible, we simply

need to choose δ small enough that µβ > a, which is the other condition given in the

statement of the lemma.

Note that if the curvatures of a manifold S are bounded by M in a µ neighborhood

of some point p, then near p we can express the manifold as some h(x), where the second

derivative of h is bounded by 2M in a min(µ, 1/2M) neighborhood of p.

We can now define an approximation for all smooth manifolds of small curvature. For

each point p of S, consider all admissible n-tuples for its tangent direction, and for each of

these, take the cone from the top vertex of the parallelepiped containing p. The part of such

a cone near the vertex, together with S, bounds a finite region near p, as guaranteed by the

preceding lemma. The union of all such cones for all p is a volume bounded on one side by

S and on the other by our approximation. Figure 4.6 shows what these cones might look

like for a piece of a surface S.

Theorem 4.11. Suppose a surface S has small curvature in a µ-neighborhood of some

subset A. Then we can approximate A by the union of all admissible cones over all points

of A, as described above. This approximation will meet S somewhere outside A but within

its µ-neighborhood. It has no more than (1 + ε) times the area of this piece of S.

Proof. Consider a single cone, extending down from its vertex to where it meets S. Within

this region, the tangent direction to S is essentially constant, and projection along any of the

normals to S in this region gives a one-to-one map between S and the cone, which locally

stretches area no more than (1 + ε). (In fact, we could use any projection direction within

the simplex corresponding to the cone, as we have discussed before.)

We merely need to check that where cones overlap, there are no problems maintaining the

(1 + ε) bound. Build up the entire approximation for S by adding one cone at a time. When

we add one new cone, where it overlaps the existing cones, compare the areas of S and the

old and new approximations by projecting along lines normal to S within the overlapping

cones. Then all areas are indeed within (1 + ε) as desired.
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4.6 Patching to the boundary and across bad regions.

The curvature bounds we will typically be able to get are not valid near the boundary, and

may not be valid over the entire area of the rest of the surface. We will now show how to

patch across such regions using cubic deformation.

Suppose we have a boundary cycle C which lies on a multigrid, and S is any surface

spanning C which has curvatures bounded by K everywhere except in some small bad set

B (which probably includes a neighborhood of C). Furthermore, suppose B has a µ+ δ
√
n

neighborhood B̃ in IRn in which the total amount of area of S is small. Then we use Theorem

4.11 to approximate S on a multigrid, except on the neighborhood of B.

Within B̃ we simply use cubic deformation, to push the surface onto a grid within our

multigrid. Since B̃ has small mass, we can afford to pay the large cost factor for cubic

deformation, while not increasing the overall area by much. The distance µ +
√
nδ is what

allows us to patch the two approximations together. Let G be the complement of a µ-

neighborhood of B. Within G, we can make our cone approximation. But then no δ-cube

can extend outside of G and outside B̃. Thus some surface within the cubic grid separates

these two: in particular take the boundary of the union of all cubes entirely contained in B̃.

We will use the cone approximation within most of G, but stop it at this cubic grid surface.

Within these cubes, we have a bit of the ends of the cones, together with the original surface

B. This has boundary on the cubic grid, and we will apply the cubic deformation theorem

to this current, fixing its boundary.

Theorem 4.12. The approximation process described above gives an approximating surface

with area no more than (1 + ε)M(S) + γnM(S B̃).

Proof. This bound follows from the description above of the approximating process. Within

the good set G, we have increased area by no more than a factor of (1 + ε) by passing to the

cone approximation. On the remainder, the mass is increased by no more than γn, and the

mass was less than M(S B̃) to begin with.

Alternatively, we could approximate the good set by cones as above, giving a surface

which has most of its area lying on the multigrid. The remaining parts within B̃ which do

not lie on the multigrid can be pushed there by Corollary 4.6. This has greater cost on the

bad set, but is a bit simpler to describe.
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Chapter 5

Curvature Bounds for Hypersurfaces

5.1 Curvature bounds for area-minimizing surfaces.

In this section we will give an Lp bound on the curvatures of an area-minimizing hypersurface.

The following section will use this bound, in dimensions n = 3, 4, 5, 6 where regularity holds,

to obtain a pointwise bound on the principal curvatures, away from the boundary of the

surface. We follow the paper [SSY] of Schoen, Simon and Yau, filling in enough details to

give the curvature bounds explicitly. Note that compactness properties of integral currents

show immediately that there must be some such uniform bound—see Simon’s later note

[Sim]—but do not give any way to compute the bound. Our calculations give an explicit

bound, but one that evidently is orders of magnitude worse than optimal.

We will consider a hypersurface Mm in B1 ⊂ IRn which is an oriented stable immersed

minimal submanifold, passing through the origin, with no boundary inside the ball.

We first find an formula for the Laplacian of the second fundamental form of any subman-

ifold M . (See also [CdCK], which gives a clearer exposition than [SSY].) We use the method

of moving frames, where e1, . . . , em give a frame tangent to M and en is a normal vector.

Let ω1, . . . , ωn be the dual frame of 1-forms. Then we get a connection 1-form ωij = −ωji
which, since the ambient manifold IRn is flat, satisfies the structure equations

dωi = −
n∑
j=1

ωij ∧ ωj, dωij = −
n∑
k=1

ωik ∧ ωkj .

We now restrict to M . Here ωn = 0, so
∑
ωni ∧ ωi = dωn = 0. (All sums are from 1 to m

unless otherwise indicated.) Therefore Cartan’s lemma shows that we can write

ωni =
∑

hijω
j, (5.1)

where hij = hji. Then
∑
hijω

iωj is a symmetric 2-tensor onM called the second fundamental

form of M . Its norm will be denoted by A, so A2 :=
∑

ij h
2
ij. Its contraction

∑
hii/m is the
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mean curvature of M . From the equations above we find on M

dωij = −
∑

ωik ∧ ωkj +
1

2

∑
Ri
jklω

k ∧ ωl,

where R, the curvature of M , is

Ri
jkl = hikhjl − hilhjk.

The covariant derivative of h as a 2-tensor is
∑
hijkω

iωjωk, where the coefficients can be

defined by ∑
hijkω

k := dhij −
∑

hikω
k
j −

∑
hjkω

k
i . (5.2)

Taking the exterior derivative of both sides of (5.1) shows that
∑
hijk ω

k ∧ ωj = 0. Thus

hijk is a completely symmetric 3-tensor. (We knew already above that we could interchange

i and j.)

Now we can repeat the process to get the second covariant derivative∑
hijklω

iωjωkωl,

where hijkl is defined by∑
hijklω

l := dhijk −
∑

hijlω
l
k −

∑
hilkω

l
j −

∑
hljkω

l
i.

Differentiating (5.2) now gives us

hijkl − hijlk =
∑
m

himR
m
jkl + hjmR

m
ikl.

Thus hijkl is not completely symmetric, although, as we already knew, it is symmetric in the

first three indices.

The Laplacian of the second fundamental form is, by definition, a 2-tensor obtained by

contracting its second covariant derivative. It thus has components

∆hij =
∑
k

hijkk =
∑

hkijk

=
∑
kl

hkikj + hklR
l
ijk + hilR

l
kjk

=
∑

hkkij + hkl(hljhik − hlkhij) + hil(hljhkk − hlkhkj). (5.3)

Note that ∆hij should be interpreted as (∆h)ij, and not ∆(hij), which has no meaning as

an invariant object.

We have not yet used the minimality of M—this is true on any hypersurface. The

following lemma shows how this formula for the Laplacian simplifies in the case of a minimal

surface. It also derives an elliptic differential inequality satisfied by A2 on a minimal surface,

which we will use later to get a pointwise bound on A once we have Lp bounds.
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Lemma 5.1. On any minimal hypersurface in IRn, the Laplacian of the second fundamental

form satisfies

∆hij = −A2hij,

where A is the norm of h. Note that this means A4 = −
∑
hij∆hij. Also

A4 + A∆A =
∑

h2
ijk − (∇A)2,

so that u := A2 satisfies the differential inequality

∆u+ 2A2u ≥ 0.

Proof. If the mean curvature is 0, then by definition,
∑

k hkk = 0. But since contraction

commutes with covariant differentiation, we also have
∑

k hkkij = 0. Thus (5.3) immediately

gives the first result.

Again noting the fact that we can interchange differentiation and contraction, we can

apply the Laplacian to the equation defining A2 and use this to find

2(∇A)2 + 2A∆A = ∆A2 =
∑

∆h2
ij

= 2
∑

hij∆hij + 2
∑

(∇hij)2 (5.4)

= −2A4 + 2
∑

h2
ijk.

This equation gives the last two results of the lemma.

The previous lemma showed that A4 +A∆A =
∑
h2
ijk − (∇A)2. We now proceed to get

a lower bound for the left-hand side in terms of ∇A.

Lemma 5.2. On any minimal hypersurface in IRn, the norm A of the second fundamental

form satisfies the inequality
2

m
(∇A)2 ≤ A4 + A∆A.

Proof. Note that, again interchanging contraction and differentiation,

4A2(∇A)2 = (∇A2)2 = (
∑
∇h2

ij)
2 =

∑
k

(
2
∑
ij

hijhijk

)2

.

We can choose our frame to lie along the directions of principal curvature, so that hij is

diagonalized at one point. Then A2 =
∑

i h
2
ii, and A2(∇A)2 =

∑
k (
∑

i hiihiik)
2 . Applying

the Schwarz inequality to each term in this sum gives

(∇A)2 ≤
∑
i,k

h2
iik.
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Since M is minimal,
∑

j hjji = 0. Thus, using Schwarz again,

∑
i

h2
iii =

∑
i

(∑
j 6=i

hjji

)2

≤
∑
i

(m− 1)

(∑
j 6=i

h2
jji

)
.

Then we find

(∇A)2 ≤
∑
i,k 6=i

h2
iik +

∑
i

h2
iii ≤

∑
i

(∑
k 6=i

h2
iik + (m− 1)

∑
j 6=i

hjji

)
= m

∑
i,j 6=i

h2
jji =

m

2

∑
i,j 6=i

(h2
iji + h2

ijj))

≤ m

2

∑
i,j 6=i

∑
k

h2
ijk,

so that

2

m
(∇A)2 ≤

∑
i,j,k
i6=j

h2
ijk =

∑
ijk

h2
ijk −

∑
ik

h2
iik

≤
∑
ijk

h2
ijk − (∇A)2 = A4 + A∆A,

as claimed.

So far we have only used the local minimality of M . Various periodic minimal surfaces

show that there can be no curvature bound without also using stability. The basic stability

condition for M , when we consider a normal perturbation given by a smooth function f with

compact support on the surface, is ∫
M

f∆f + A2f 2 ≤ 0,

or, if we integrate the Laplacian by parts,∫
M

A2f 2 ≤
∫
M

(∇f)2. (5.5)

We can use this together with the calculations above to get an Lp bound on A.

Proposition 5.3. For any stable minimal hypersurface Mm in IRn, the norm A of the second

fundamental form satisfies ∫
M

Apfp ≤ Cp

(p
2

)p ∫
M

|∇f |p.

for any smooth function f on M with compact support, where Cp is a constant depending

only on p and m, and p is any exponent 4 ≤ p < 4 +
√

8/m.
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Proof. Replacing f by Aq+1f in the stability inequality (5.5) gives∫
A2q+4f 2 ≤

∫
(1 + q)2A2q(∇A)2f 2 +

∫
2(1 + q)A2q+1f(∇A · ∇f) +

∫
A2q+2(∇f)2, (5.6)

whereas multiplying the result of Lemma 5.2 by f 2A2q and integrating shows∫
f 2A2q+1∆A+

∫
f 2A4+2q ≥ 2

m

∫
f 2A2q(∇A)2,

in which the first integration can be done by parts to give

−
∫
f 2(∇A)2(1 + 2q)A2q −

∫
A2q+12f(∇A · ∇f).

Combining these two inequalities and collecting terms eventually yields

2

m

∫
f 2A2q(∇A)2 ≤ q2

∫
A2qf 2(∇A)2 + 2q

∫
A2q+1f(∇A · ∇f) +

∫
A2+2q(∇f)2.

Now we use Cauchy’s inequality to estimate the middle term in terms of the other two:

2qA2q+1f(∇f · ∇A) ≤ εq2f 2A2q(∇A)2 + ε−1A2q+2(∇f)2. (5.7)

Thus we see (
2

m
− (1 + ε)q2

)∫
A2q(∇A)2f 2 ≤ (1 + ε−1)

∫
A2q+2(∇f)2.

If q2 ≤ 2/m then we can choose ε so that these coefficients are positive. In fact it is easy

to check that the best choice is ε =
√

2
mq2 − 1, which gives∫

Ap−4(∇A)2f 2 ≤ β

∫
Ap−2(∇f)2. (5.8)

with β =
(√

2
m
− q
)−2

. Here we have written p = 2q + 4, so that 4 ≤ p ≤ 4 +
√

8
m

.

Now using (5.7) with ε = 1 directly in (5.6) gives∫
Apf 2 ≤ (1 + q)(2 + q)

∫
Ap−4f 2(∇A)2 +

∫
(2 + q)Ap−2(∇f)2. (5.9)

Also, Young’s inequality (3) with r = p, r′ = 2, x = |∇f |f
2
p
−1, y = Af

2
p shows that

Ap−2(∇f)2 ≤ εApf 2 + C
|∇f |p

fp
f 2
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Using this and (5.8) in (5.9) gives us∫
Apf 2 ≤ c

(
ε

∫
Apf 2 + C

∫
|∇f |pf 2−p

)
,

where C = ε1−p/2 2
p−2

(
p
p−2

)−p/2
and c = (β(1 + q) + 1) (2 + q).

So for small enough ε, we get a bound∫
Apf 2 ≤ Cp

∫
(∇f)pf 2−p.

In fact the best ε to take is ε = (1−2/p)/c. Replacing f by f
p
2 gives the desired result, with

Cp = pcC/2.

Let MR denote the part M ∩ BR of M lying in the ball of radius R in IRn. If M is an

area-minimizing boundary (see Section 5.4), then we know that the area of MR is no more

than half of the area of the sphere of radius R, since the intersection of M with this sphere

bounds two complementary regions in the sphere, each of which is in competition with M

to span the intersection. Thus for area-minimizing boundaries,∫
MR

1 ≤ nαn
2
Rm.

We will write ‖f‖p,r for the Lp norm of f on Mr.

Taking f in Proposition 5.3 to be identically 1 on Br and decreasing linearly so it reaches

0 outside BR, we find that∫
Mr

Ap ≤
∫
M

Apfp ≤ Cp

(p
2

)p ∫
M

|∇Mf |p ≤ Cp

(p
2

)p ∫
M

(R− r)−p

≤ Cp

(p
2

)p nαn
2

(R− r)−pRm

since the gradient of f on M can be no more than the gradient in IRn. If p ≥ m, then we

get the best Lp bound for A by taking R = 1 (assuming as usual M has no boundary within

the unit ball):

‖A‖p,r ≤
p

2(1− r)

(
nαnCp

2

)1/p

.

Note that we can choose p > m iff m < 6, and, if we do so, then for R = 2r → ∞, our

bound shows
∫
Mr
Ap → 0, which means that M is a hyperplane. This solves the Bernstein

problem for area-minimizing boundaries in these dimensions.
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5.2 Pointwise bounds on solutions to elliptic partial

differential equations.

The last section gave an Lp bound for A2, the curvature of a area-minimizing hypersurface

in the unit ball. From this, we can use the differential inequality of Lemma 5.1 to get a

pointwise bound, using the iteration scheme originally due to DeGiorgi, Nash and Moser,

which is often cited, but rarely written out. Morrey [Mrr, §5.3] has a slightly comprehensible

treatment, but here we use a new modification of this proof.1 We will bound the norm of

the second fundamental form at the origin for our surface in the unit ball. Note that if we

denote this bound by kn, then the curvature of a minimizing surface at any point a distance

ρ away from its boundary is bounded by kn/ρ, simply by rescaling a ball of radius ρ around

that point.

We will make use of the Sobolev inequality

‖f‖2s ≤ Cs‖∇f‖2,

valid for any f with compact support. Let s′ be the complementary exponent s/(s− 1). For

m > 2, s = m/(m− 2), so that s′ = m/2.

Now recall from Hölder’s inequality that if b is Lp bounded for some p > s′, on an

area-minimizing boundary where
∫
Mr

1 ≤ nαnr
m/2, then

‖b‖s′,r ≤ Krµ, (5.10)

where

K =
(nαn

2

) p−s′
ps′ ‖b‖p

and µ = (p − s′)/p. To get this bound, we need p > m/2 if m > 2. If m = 2, again any

p > 1 will do, since we may choose arbitrarily large s and still get a Sobolev inequality.

Proposition 5.4. Suppose u satisfies the partial differential inequality

∆u+ bu ≥ 0,

on MR, where ‖b‖s′,r ≤ Krµ and u is L2 bounded, ‖u‖2,R ≤ a. Then there is an a priori

bound on the value of u at the origin,

u(0) ≤
(

10Cs(8KC
2
s )1/µ θ−s

′
/(1− θ)

)s′
‖u‖2,R,

where θ = s−1/µ.

1In particular, to get better bounds, we do not prove the L∞ estimate on a ball, but just at a single
point. This avoids the need to find a covering of space with small 2-multiplicity.
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Proof. Note that for any λ > 1, if we set v = uλ, then

∆v + λbv ≥ (λ− 1)λuλ−1(∇u)2 ≥ 0.

Using integration by parts, we find that for any nonnegative ϕ with compact support,∫
∇ϕ · ∇v ≤ λ

∫
ϕbv. (5.11)

We will choose some cut-off function η, which is 1 on Mθr and 0 outside Mr, and will

use ϕ = η2v. Then ∇ϕ = η2∇v + 2ηv∇η, and since by Cauchy’s inequality 2|ηv∇η · ∇v| ≤
ε
∫
η2(∇v)2 + ε−1

∫
(∇η)2v2, we get from (5.11)

(1− ε)
∫
η2(∇v)2 ≤

∫
(λη2b+ ε−1(∇η))2)v2.

Now setting w = ηv, we find

(∇w)2 = (v∇η + η∇v)2 ≤ 2v2(∇η)2 + 2η2(∇v)2.

So ∫
(∇w)2 ≤ 2λ

1− ε

∫
η2v2b+ 2

(
1 +

1

ε(1− ε)

)∫
(∇η)2v2. (5.12)

Using Hölder’s inequality, our Sobolev inequality, and the bound on b, we find∫
Mr

bw2 ≤ ‖b‖s′,r ‖w
2‖s = ‖b‖s′,r (‖w‖2s)

2 ≤ KrµC2
s

∫
(∇w)2.

Combining this with (5.12), and noting that we can take η so that sup |∇η| is only an

arbitrarily small amount greater than 1/(r − θr), we find that(
1− 2λ

1− ε
KC2

s r
µ

)
‖∇w‖2

2,r ≤ 2

(
1 +

1

ε(1− ε)

)
(1− θ)−2r−2‖v‖2

2,r.

If r is small enough, then the coefficient on the left is positive, and we get finally

‖v‖2s,θr ≤ ‖w‖2s,r ≤ Cs‖∇w‖2,r ≤
CsB

r
‖v‖2,r,

where the constant B is given by

B2 =
2
(

1 + 1
ε(1−ε)

)
(1− θ)2

(
1− 2λ

1−εKC
2
s r

µ
) .

Now we will iterate this procedure. Set

vn = us
nλ0 = vsn−1, rn = θnr0 = θrn−1, λn = snλ0 = sλn−1.
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If r0 is small enough, that is, if

rµ0 ≤ (1− ε)/2λ0C
2
sK,

as above, and if sθµ < 1, then the same value of B will work at all stages of the iteration, so

‖vn‖1/s
2,rn

= ‖vsn−1‖
1/s

2,θrn−1
= ‖vn−1‖2s,θrn−1

≤ CsB

θn−1r
‖vn−1‖2,rn−1

.

Thus

‖u‖2λn,rn
=
(
‖vn‖2,rn

)1/λn
≤
(
CsB

θnr0

)1/λn−1

‖u‖2λn−1,rn−1
,

or, repeating the process,

‖u‖2λn,rn
≤
(
CsB

r0

)(1+ 1
s

+ 1
s2

+···)/λ0

θ(1+ 2
s

+ 3
s2

+···)/λ0‖u‖2λ0,r0
.

Now taking the limit n→∞ we see that

|u(0)| ≤
(

(CsB/r0)s
′
θ−s

′2
)1/λ0

‖u‖2λ0,r0
,

This may be the most useful form in general; we are free to pick ε, θ, λ0 and r0 to get the

best bound in any particular case, and if m = 2, to choose s. We usually want to take θ as

large as possible, that is θ = s−1/µ. One possibility is to also take ε = 1
2
, λ0 = 1, and rµ0 to

be half its maximum allowed value, so

r0 = (8KC2
s )−1/µ,

(assuming r0 < R). Then we find B = 10/(1 − θ), and we get the bound given in the

statement of the lemma.

Note on the case m = 2. When m = 2, we find by (5) that we can use Cs(r) = 64s√
π
‖1‖2s,r

on the ball of radius r. Certainly (assuming the ball of radius R contains only a finite

amount of mass of the surface M), we can use a fixed Cs = Cs(R), and repeat the argument

exactly as above. But for manifolds like our area-minimizing boundaries, where Mr has area

bounded by 2πr2, so Cs(r) = 64s√
π
(2πr2)1/2s, we should take advantage of the fact that Cs is

decreasing. To do this, we replace µ by µ′ = µ + 2/s in the equations for r0 and θ, while

using Cs := 64s√
π
(2π)1/2s. This gives

r0 =

(
1− ε

2λ0C2
sK

)1/µ′

, θ = s−1/µ′ ,

which leads to a better bound on u(0).
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m 2 3 4 5

p 2.4027 2.629 2.643 2.625

λ0 1.347 1.367 1.339 1.314

ε 0.2878 0.139 0.092 0.022

z 0.550 0.823 0.892 0.978

kn 1.12× 106 1.19× 1016 1.85× 1043 1.04× 10308

Table 5.1. Numerical curvature bounds from PDEs.

5.3 Numerical bounds on minimal surface curvatures.

We now combine the results of the last two sections to give explicit numeric bounds on the

curvature of area-minimizing surfaces. Remember that we find bounds kn on the curvature

at the origin of a surface which is a boundary and which is area-minimizing within the unit

ball. By rescaling, and using the techniques of Section 5.4 we see that any area-minimizing

surface has curvature no more than kn/r at any point a distance r away from its boundary.

From Section 5.1 we have a bound on the Lp norm of A2,

‖A2‖p,r =
(
‖A‖2p,r

)2

≤ p(1− r)(nαn/2)1/2p
√
pβ(p− 1) + p,

where β is defined, as in Proposition 5.3, as
(√

2/m− p+ 2
)−2

.

For m > 2, we are free to choose what p to use to get the bound (5.10), which determines

µ and K. We take θ = s−1/µ, and r so that

rµ =
z(1− ε)

2λ0CsK(r)

for some factor z < 1. The optimal choices of these parameters for m = 3, 4, 5 are shown in

Table 5.1, along with the resulting bound kn on A =
√
u(0) at the origin. For m = 2, we

can vary not only all these parameters, but also the s used in the Sobolev inequality. The

best choice seems to be s = 2.847, along with the other values shown in the table. This gives

k3 ≤ 1124194.6, which means the principal curvatures at the origin of an area-minimizing

surface with no boundary in the unit ball are at most 1/
√

2 times this, or 794926. We have

demonstrated the following theorem.

Theorem 5.5. Any area-minimizing surface of dimension 2 ≤ m = n− 1 ≤ 5 has bounded

curvatures away from its boundary. At a distance ρ, the norm of the second fundamental

form is at most kn/ρ, where kn is given by the values in Table 5.1.

As mentioned before, these bounds are surely much worse than optimal. For instance,

for m = 2 it is not clear that any area-minimizing surface could have more curvature than
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Enneper’s surface. This minimal surface is parametrized by

x = Re(w − 1

3
w3), y = Im(w +

1

3
w3), z = Re(w2),

where w ranges over the complex plane. The principal curvatures at the origin are 2 and

−2, so the norm A of the second fundamental form is 2
√

2. If S(r) is the image of |w| ≤ r,

then it is well-known that S(r) is area-minimizing iff r ≤ 1 (see for instance [Nit, §88, §395]).

The image of the unit circle under the parametrization is(
cos θ − 1

3
cos 3θ, sin θ +

1

3
sin 3θ, cos 2θ

)
,

which lies between the spheres of radii
√

13/3 and 4/3. So certainly, scaling S down by a

factor of
√

13/3, we get a surface in the unit ball with A = 2
√

26/3 ≈ 3.399. The true bound

is probably not much worse than this.

The catenoid between two parallel unit disks is area-minimizing only if the distance

between the disks is at most a ≈ 0.5277. The central ring of the catenoid has radius

c ≈ 0.8255, and principal curvatures 1/c ≈ 1.2113 and −1/c. Points on this ring are at

distance
√

(1− c)2 + a2 ≈ 0.5558 from the boundary disks. Scaling to a unit ball, we get

A ≈ 0.952, so this is not as good an example as Enneper’s surface.

5.4 Replacing arbitrary (n− 1)-currents by

boundaries.

Any hypersurface is locally the boundary of some region of space. We will now make this

precise in the context of currents. See also [GMT, §4.5] for basic results on n-dimensional

currents and their boundaries. Our result here depends simply on the fact that the homology

groups obtained from currents and the boundary operator are the usual homology groups,

trivial for spheres and balls [GMT, §4.4].

Suppose T is an integral m-current (m = n − 1), and B is some closed topological ball

which stays away from the boundary of T : (∂T ) B = 0. Then ∂(T B) is a cycle in the

sphere ∂B, and thus (since the homology is trivial) it bounds some m-current T ′ in ∂B.

This T ′ is not unique; essentially, for each component of ∂(T B) we choose whether to span

it by going over the top of B or under the bottom. Overall, our freedom is just to add an

arbitrary integer multiple of the entire sphere to T ′.

Now, T − T ′ is a cycle in B, since the boundary cancels out. Again, this means that it

bounds some n-current Q (which this time, given T ′, is unique). Rectifiable n-currents are

usually viewed as being given by a positive multiplicity and an orientation at each point. We

prefer instead to always take the standard orientation of IRn, but allow our multiplicities to

be negative. For each integer k, let Qk be the set where the multiplicity of Q is at least k.
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We use Qk also to denote the current (with multiplicity 1) corresponding to this set. Then

T − T ′ = ∂Q =
∑
k∈ZZ

(∂Qk − Ak),

where Ak = 0 for k > 0 and Ak = B for k ≤ 0. The freedom we have in choosing T ′ has

only the effect of shifting the labels on the ∂Qk; we should really view their indices as being

“affine integers”.

If C ⊂⊂ B is some smaller ball, within C we see that T = ∂Q is the sum of the boundaries

of the sets Qk. Although we made some arbitrary choices to find T ′ above, these do not

matter for the final result. In fact if also C ⊂⊂ B′, and we repeat the process to express T as

the sum of boundaries within B′, then the results will be the same within C. This is because

any two different choices for T ′ differ only by multiples of the entire sphere. Thus Q differs

only by a constant multiple of the ball, so the Qk are the same, merely with their labels

k shifted by this constant. Figure 5.1(a,c) shows the division of currents into boundaries.

The numbers marked in various regions give the multiplicity of Q there. So the boundaries

between successively numbered regions are the different sheets we divide T into.

This local knowledge is enough for some purposes. For instance, the bounds from Section

5.3 are extendable from boundaries to arbitrary currents simply by the local result above,

since a curvature bound, if true for each sheet, is true everywhere. However, we will want

later to do convolutions to smooth a current T , and for this we need a neighborhood of each

sheet which does not contain any other sheets. We also need to assemble these into one

space so that we can get a global area estimate on the smoothed surface. We can do this by

patching together the pieces we have in each ball to form an abstract manifold.

In particular, suppose the complement M = IRna spt ∂T of the boundary of T is covered

with open balls Bi, i ∈ I, small enough so that the union (or intersection) of any two that

intersect is still a topological ball. Perform the decomposition described above within each

ball Bi. To assemble the current T̃ and the manifold M̃ which will contain it, make a

copy Bik of Bi for each integer k. In Bik put just the kth sheet ∂Qk of T , and label the

complementary regions k and k − 1.

To glue these balls together, simply look at all pairs Bi, Bj which overlap in IRn. The

results of the decomposition agree on their intersection, except for some integral shift ρij on

the indices, since their union is a larger ball in which we could have done the same kind of

decomposition. Then we simply identify Bi,k with Bj,k+ρij on their overlap. Although the ρij
depend on the arbitrary choices we made, their sum around any loop of balls is well-defined,

giving a “holonomy” around this loop. This is a homomorphism from the fundamental group

of M to ZZ, and in fact simply gives, for any loop, the the linking number of the loop with

the boundary, that is, the intersection number of the loop with T .

In fact, what we have constructed is an infinite cyclic cover M̃ of the boundary comple-

ment M , with deck transformations given by this holonomy. This may not be a connected

cover (if the image of π1 is not all of ZZ, i.e., the g.c.d. of the holonomies around all loops

is more than 1, e.g., if each boundary component has even multiplicity). The important
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Figure 5.1. We construct a manifold, in which the different sheets of a current are separated,

by piecing together the results in different balls. (a). The integer labels in each ball are defined

only up to an additive constant. Here the labels in the center ball are off by 1 from those in the

left ball. Depending on which way we go around the boundary point, they either match up with

the labels in the right ball or are off by 2—the holonomy around that boundary point is 2. (b).

This shows the surface T̃ we construct. Think of the heavy solid lines as being out of the plane

of the paper, so they do not intersect the dashed lines. This has a small neighborhood in which

we can do convolutions. (c). This shows what happens when sheets of opposite orientation are

present. Even though the sheets in the top ball are not connected there, they are all part of the

boundary ∂Q1 between region 0 and region 1.
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part is that we have lifted T to a current T̃ upstairs (the union over k and i of the piece

Qk in each Bik, with identifications), so that we get only one copy of each sheet of T , and

these sheets are separated in T̃ , even if they touched in T . M̃ is a manifold locally isometric

to IRn. Currents in such manifolds have not been studied before, but their definition and

elementary properties are intuitively clear, being carried over from IRn.

If we remove a 2r-neighborhood of the boundary ∂T , then no nontrivial loop in M has

length less than 4πr, which implies that there is at least a 2r neighborhood of each sheet of

T̃ which meets no such neighborhood of another sheet. Within just this neighborhood N of

T̃ , T̃ is expressible as a single set boundary. Within each Bik ∩N let Q̃ = Qk. The point is

that these patch together within N , so that T̃ = ∂Q̃ in N . Thus we can perform convolution

within this neighborhood. If our smoothing function Φr has support on a ball of radius r,

then the smoothing of χQ̃ only varies within this 2r neighborhood anyway, so we only need

T to be a boundary locally in this neighborhood.

Note that often the sheets of a minimal surface will already be separated from each

other. For instance, the area-minimizing genus-one surface on a trefoil knot often has enough

separation between its “two sheets” that we can find a tubular 2r-neighborhood in IR3

without passing to a covering space at all. But the method above ensures that we are able

to apply our smoothing to arbitrary currents.

5.5 Bounding the mass near the boundary of a

current.

None of our methods for finding curvature bounds will work near the boundary of a current.

To prove that we can approximate an (n − 1)-current T well, we would like to that know

not much of its mass is near the boundary. Unfortunately, this need not be true, but we will

show we can always replace T within a neighborhood of the boundary by a current S with

the same boundary, which is flat close and doesn’t have much mass there. We expect that

the mass in an r-neighborhood of the boundary should be only about r times the mass of

the boundary, but the bound we get will not be quite this good. Our argument will work

for anisotropic energies as well as for area (see Section 6.1).

We will try to show that in some r-neighborhood of the boundary of T , the mass is

bounded by εM(T ). Given ε, we want to find an r for which this is true, without making r

too small. We will use slicing theory [GMT, §4.2.1, §4.3]. Let f be the function giving the

distance to our boundary cycle spt ∂T . Then the slice Tr of T in the set f−1 {r} is essentially

the boundary of the part of T lying in the r-neighborhood.

For each r, let l(r) be the mass of Tr. Slicing theory, or the co-area formula, says that

M(T ) ≥
∫
r
l(r)dr. Now, given ε, pick a range [r0, r1] with r1 = e1/εr0. Then if we always

had l(r) > εM(T )/r for r ∈ [r0, r1], this would mean

M(T ) ≥
∫ r1

r=r0

l(r)
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> εM(T )

∫ r1

r0

dr

r
= εM(T ) log (r1/r0) = M(T ),

giving a contradiction. So we can find some r in this range for which l(r) < εM(T )/r.

We would like to say that since Tr is exactly distance r from the original boundary of

T , we can span Tr − ∂T with mass r times the mass of Tr. This is not quite true, since

the original boundary might be curving towards Tr, and we might thus get more mass. But

suppose the radius of curvature of ∂T is always at least (1 + mσ)r for some σ > 0 and ∂T

has an tubular r-neighborhood. Then for every point of Tr, there is a unique closest point

of ∂T . We can span the difference with straight lines connecting these pairs. The worst case

is if Tr is a sphere of radius mσr, and we have to connect it to a sphere of radius (1 +mσ)r.

So we see the current S we get will have mass no more than

r l(r)

(
(mσ + 1)m − (mσ)m

m(mσ)m−1

)
< εσ

(
e1/σ − 1

)
M(T ),

where we have used our bound on l and the fact that (1+ 1
mσ

)m < e1/σ. Also, S is flat-close to

the original T , since their difference is spanned by some subset of the tubular neighborhood.

Thus we have the following proposition.

Proposition 5.6. If ∂T has radius of curvature at least ρ everywhere, then for some

r > ρ
e−1/ε

(1 +m/ε)
,

we can replace T on an r-neighborhood of ∂T by a current S with mass less than (eε−1)M(T ).

Proof. Take σ = 1/ε and r1 = ρ/(1 +mσ) in the above discussion. Then r > r0 = e−1/εr1.

This bound has been written in terms of a curvature bound on ∂T . Often our boundaries

∂T will be polygonal, as in a cubic grid. To use this proposition for such boundaries, we

merely note that by rounding off the corners of each polygon, we can replace a polyhedral

chain by something whose minimum radius of curvature is roughly the minimum size of any

polygon.

5.6 An isoperimetric result in balls.

We will need several times a result showing that if a ball is cut into two pieces, one piece

must have small volume compared to the area of the cut between them. If the ball has

radius r, we will show one volume is no more than rbn times the area, for some constant bn.

This is an easy corollary to a result of Almgren [Alm2] which shows, by means of spherical

symmetrization, that the best way to bound a certain volume within a ball is with some

spherical cap S meeting the boundary of the ball at right angles, as in Figure 5.2(a). For
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Figure 5.2. An isoperimetric result in balls. (a). The cheapest way to bound the volume V

(or the complementary volume V ′) within this ball is with the surface shown—a spherical cap

meeting the ball’s boundary at right angles. (b). Fixing the boundary of the spherical cap as a

circle of diameter 2, we want to minimize its area A divided by the volume between it and one

at right angles. The caps are parametrized by the angle θ. (c). The cap is part of a sphere of

radius R = 1/ sin θ. We compute volume by integrating the height h, a function of the position

ρ.

fixed r, it seems clear that we get the best ratio V/rA when V is half the volume of the ball,

and the surface S is a flat disk. To prove this, we will consider this ratio not for fixed r,

but instead for fixed ∂S, which is an (n− 2)-sphere. Because this ratio is (by design) scale

invariant, this is the same minimization problem. S is determined by the angle θ it makes

with the plane of ∂S, and we compare its area A to the volume V between it and the cap at

an angle π/2 less, as in Figure 5.2(b).

So we are claiming that over the range θ ∈ [0, π/2], V/rA is largest at θ = 0. To avoid

messy calculations of A and V we will try to be a bit clever. It is clear that A and the radius

r = sec θ of the perpendicular sphere are increasing functions of θ. The region has the same

shape, and hence the same V , for θ and π/2− θ. So for θ > π/4, we can make a comparison

with π/2− θ; the volume is the same, but A and r are larger for the larger θ, so the ratio is

worse. Thus we will be done if we can show that V is a decreasing function of θ ∈ [0, π/4].

To do this, note that V = v(θ) + v(π/2− θ), where v is the volume between a cap and the

flat disk. Thus it will be sufficient to show that the second derivative v′′(θ) is positive on

[0, π/2]. But v is the integral over the flat disk of the height h shown in Figure 5.2(c), so it

will suffice to compute h′′. The cap is part of a sphere of radius R = csc θ. At a distance r

from the center of the flat disk, h satisfies

(h+ cot θ)2 + r2 = R2.

Letting s =
√

1− r2 sin2 θ, we find

h =
s− cos θ

sin θ
, h′ =

h

s sin θ
,
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h′′ =
h

s2 sin2 θ

(
1− cos θ

s
(1− 2r2 sin θ)

)
.

This is clearly positive, as desired, since s > cos θ. Thus we have completed the proof of the

following proposition, showing bn = αn/2αn−1.

Proposition 5.7. If a ball of radius r is cut in two pieces by a surface of (small) area A,

then

bnrA = r
αn

2αn−1

A

is an upper bound for the volume of at least one of the pieces; they cannot both be larger

than this.

5.7 A curvature bound for arbitrary hypersurfaces

based on smoothing.

We will find that an arbitrary hypersurface can be smoothed out so that its principal cur-

vatures are bounded except on a small region. We do this not by smoothing the current

representing the surface itself, which would result in an (n− 1)-current with support spread

out over an n-dimensional set, but by smoothing the current which the surface bounds, and

taking a level set. Thus we use the results of Section 5.4 to assume that T = ∂A, where A is

a bounded measurable set of finite perimeter. As noted there, this set may be only defined

in a neighborhood of a lift of T to some covering space. But for the convolutions we use

here, we only need χA defined on such a neighborhood of T .

We pick some nonnegative C∞ smoothing function Φ, with support in the unit ball and

integral 1. This can be scaled in the standard way to give Φr(x) = r−nΦ(x/r). We will be

interested in bounding only the first few derivatives of smoothed functions, so we might take

Φ to be a slight smoothing of a function with small but discontinuous second derivatives;

the best is

ϕ(x) =

{
a(|x| − 1)2 if |x| ≥ 1

2

a(1
2
− |x|2) if |x| ≤ 1

2

,

where a must be chosen to make the L1 norm be 1. (It is easy to check that allowing a

linear piece between the two quadratic pieces, or a constant region around x = 0, cannot

improve the second derivative bounds.) Note here that a is a bound on the first derivative

of ϕ; the second derivative is 2a in the radial direction; ϕ itself is at most a/2. (Whenever

we talk about a bound on the ith derivative of a function, we will mean a bound on the

ith directional derivatives valid for all directions. So the bound on the first derivative is the

supremum of the norm of the gradient.) To make the integral of ϕ over the unit ball in IRn

be 1 as desired, we must set

a = an :=
(n+ 1)(n+ 2)

(2− 1/2n)αn
.
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By smoothing this function we can take Φ ≈ ϕ to be C∞, while increasing the bounds as

little as we want. We can compute that a3 = 8/π, and an remains less than 8 for n < 8,

although it grows very fast for large n.

Now set fr = χA ∗ Φr, a smoothing of the characteristic function of A. (See [GMT,

§4.1.2] or [Roy, §8.13] for definitions and basic properties of convolutions. These are also

summarized in introduction to Giusti’s book [Giu], which later uses them, as we will, to

smooth set boundaries.) Because χA is always 0 or 1, we have 0 ≤ fr ≤ 1. Also, using the

fact that (f ∗ g)′ = f ′ ∗ g = f ∗ g′, we see that the derivatives of fr have the same bounds

as those of Φr, i.e., |∇fr| ≤ an/r
n+1 and the second derivative is bounded by 2an/r

n+2. We

will use the result ‖f ∗ g‖1 ≤ ‖f‖1‖g‖1; for a derivation, see Section 6.1, where we extend

this to other surface energies—the proof follows directly from Jensen’s inequality. Taking f

and g to be Φr and the distribution ∇χA, we find that∫
IRn
|∇fr|dLn = M(T ).

We will use the co-area formula [Mor, §3.8][GMT, §3.2.11] to relate this to the area of

level sets of fr. For each 0 < λ < 1, set

Aλ := {x: fr > λ}

(and let Aλ also denote the n-current associated to this set). We hope that, at least for

some λ, the m-current Tλ := ∂Aλ will be a good approximation of T . Since the function fr
is smooth, by Sard’s Theorem [GP, Mil]2, Tλ is a smooth manifold for almost every λ. Also

slicing theory says that M(Tλ) = Hm(f−1
r {λ}) for a.e. λ. The co-area formula says∫

IRn
|∇fr|dLn =

∫ 1

0

Hm(f−1
r {λ})dLnλ.

Putting these results together, we find the average mass of Tλ is M(T );∫ 1

0

M(Tλ)dLnλ = M(T ).

We could thus pick λ so that Tλ was a smooth manifold with no more mass than T .

However, we also want to control a lower bound on |∇fr|, and in order for Tλ to be flat close

to T , we cannot let λ to be too close to 0 or 1. Thus we must actually allow a slight increase

in mass. We restrict attention to those λ in [η, 1 − η] for which Tλ is a smooth manifold.

The average mass of such Tλ is at most M(T )/(1 − 2η). Let R = {x: η < fr(x) < 1− η}.
Figure 5.3 shows this set along with the two level sets of fr that bound it.

2Federer has extended this to a optimal result on Ck functions and the appropriate lower-dimensional
Hausdorff measures in [GMT, §3.4.3].
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A

T(h)

T(1-h)

A(h)

R T

Figure 5.3. T is the boundary of a set A. If we smooth χA, then typical level sets are Tη and

T1−η (where η is shown as h). The region between them is the set R, whose size is bounded.

The parts Aη of A which extend outside R are also very small.

To get a lower bound on |∇fr|, we again use the co-area formula:∫ 1−η

λ=η

∫
f−1
r {λ}

1

|∇fr|+ ε
dHmdL1 =

∫
R

|∇fr|
|∇fr|+ ε

dLn =

∫
R∩{∇fr 6=0}

|∇fr|
|∇fr|+ ε

dLn.

Taking the limit here as ε→ 0, we find∫ 1−η

η

∫
f−1
r {λ}

1

|∇fr|
dHmdλ = Ln(R ∩ {∇fr 6= 0}) ≤ LnR.

Therefore the average Tλ (over our allowed λ) has∫
Tλ

1

|∇fr|
≤ LnR

1− 2η
.

Now, using Proposition 0.1, we can pick λ so that, simultaneously, the mass of Tλ is not too

large and this last integral is not too large. In particular, if we want

M(Tλ) ≤
M(T )

(1− ε)(1− 2η)
,

(where certainly η should be O (ε)) we can still ensure∫
Tλ

1

|∇fr|
<

LnR
ε(1− 2η)

. (5.13)

This will allow us to conclude that ∇fr is bounded away from 0 on arbitrarily large fractions

of the area of Tλ.

We will now get an estimate for LnR. Cover R by balls of radius r centered at each point

of R. By the definition of R, each such ball B = B(x, r) must be cut into two pieces by the
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surface T , since if it was entirely inside or outside A, we would have fr(x) ∈ {0, 1}. In fact,

since fr is bounded away from 0 and 1 on R, we know these pieces must each have a definite

volume. Since Φ is bounded, and
∫
B∩A Φr ≥ η, the volume of B ∩ A is at least 2rnη/an.

(Interchanging the role of A and its complement (χA ↔ 1 − χA) fixes R and gives us the

other bound: the volume of BaA is also at least 2rnη/an.) Thus by the results of Section

5.6,

M(T B) ≥ 2rn−1η

bnan
.

The Besicovitch covering theorem shows that there is a subcovering by βn disjointed

families of these balls. In any one of these families, we cannot have too many balls, since

each has a definite amount of the mass of T . In particular the cardinality of each family is

at most M(T )/2rmη
bnan

. Since the volume of any ball B is rnαn, we find a bound on the volume

of R:

M(R) ≤ βnM(T )
bnan
2rmη

rnαn = βnM(T )
αnbnanr

2η
= βnM(T )

α2
nanr

4αmη
.

We will also need to bound the mass of Aη := {x ∈ A: fr(x) < η}. For this argument

we will again use the results of Section 5.6, but the argument will go in the other direction.

Basically we need to claim that if fr is very small, then certain balls are less than half full of

A, and then we can use the isoperimetric inequality knowing which side of the surface has

less volume. The bound on the mass of Aη is by symmetry also a valid bound for the mass

of

Aη := {x /∈ A: fr(x) > 1− η} .
There are two ways to proceed. We can again consider the covering by balls of radius r

centered at each point of the set. We claim that for any ball B in this covering, even though

its center is in A, no more than half of the ball can be in A. Therefore the inequality of

Section 5.6 applies to the volume of B∩A, not that of BaA. For each ball B, we then have

M(A B) ≤ bnrM(T B), and we can proceed by using the Besicovitch theorem again: in

each of the βn families F of balls, the volume of A ∩ (
⋃
F ) is no more than bnr times the

area of T ∩
⋃
F , which is bounded by the total area of T . Then since these families cover

Aη, we have M(Aη) ≤ βnbnrM(T ).

To prove the claim, we need to have η sufficiently small. The worst case is when the ball

is half full of A, but the half that is full is where Φr is small, so fr is as small as possible.

The smallest average value of Φ occurs in the outer shell of the unit ball,
{
|x| > 1/ n

√
2
}

,

shown in Figure 5.4(a). The integral of Φ over this shell is

hn := nαnan

∫ 1

2−1/n

(1− x)2xn−1

= nαnan
2 + n− n

(
2− 2−1/n

)2 − n2
(
1− 2−1/n

)2

2n(n+ 1)(n+ 2)

=
2 + n− n

(
2− 2−1/n

)2 − n2
(
1− 2−1/n

)2

2(2− 1
2n

)
.
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(b)(a)

Figure 5.4. How to fill half of a ball without getting much of Φ. (a). This outer ring S has

half the area of the ball B, and is where Φ is lowest. (b). The small ball B of radius 1/2 is cut

exactly in two by the circle of radius ρ. The outer crescent S has the smallest integral of Φ.

Thus to get our bound onM(Aη), we must have η < hn. Note that since 1−2−1/n ≤ (log 2)/n,

the numerator above is at least 2− 2 log 2− (log 2)2(1 + 1/n), so for large n, hn ≈ 0.03331.

For small n, it is slightly larger; for instance h3 ≈ 0.06706.

The alternative proof uses a covering with small multiplicity, to avoid the large Besicov-

itch constant. Cover Aη ⊂ IRn with balls of radius r/2 such that the maximum multiplicity is

µn. Now we claim that for small η, any ball intersecting Aη must be less than half filled with

A. Thus, by Proposition 5.7, in each such ball B, M(A B) ≤ bn(r/2)M(T B). Summing

over all balls, we find

M(Aη) ≤
∑
B

M(A B) ≤
∑
B

bnr

2
M(T B) ≤ µnbn

r

2
M(T ).

This is a much better bound, because µn is much smaller than βn. But we might need a

stricter condition on η to guarantee that these smaller balls are less than half full, and this

leads to a weaker bound on the mass of R. If a ball B of radius r/2 intersects Aη, then we

know some point p in the ball has fr ≤ η, and we want this to ensure that B is less than

half full. The worst case is when p is a boundary point of B, as in Figure 5.4(b). The large

ball of radius r around p is the ball in which χA gets smoothed to determine fr(p); we want

to check that the fact that fr(p) < η implies that not more than half of the smaller ball B

could be in A. The worst case is if the part in A was the region outside a ball of radius ρ

around p, but inside B, as shown in the figure. This crescent S is the half of B lying furthest

towards the outside of the ball around p. Clearly, S has only 1/2n+1 of the area of the large

ball, so we might expect the integral h̃n :=
∫
S

Φr to be not much bigger than this. We will

not try to get the exact integral, but just a bound.

Consideration of the two chords of the B shown in the figure demonstrates that 1/2 <
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ρ < 1/
√

2 (if we scale so r = 1). Then

h̃n =

∫
S

Φ ≥ an

∫ 1

x=1/
√

2

(x− 1)2xn−1C(cos−1 x)dx,

where C(θ) is the mass of a spherical cap of radius θ. Since this is at least αn−1 sinn−1 θ, we

get

h̃n ≥ anαm

∫ 1

x=1/
√

2

(x− 1)2(x
√

1− x2)m.

For large n, this last integral is certainly less than 2−m, since the last factor is at most 1/2.

But in fact it is almost this much: considering just x close to 1/
√

2, we find

x
√

1− x2 ≥ 1

2
− 6(x− 1√

2
)2 ≥ 1

2
− log 2

2m
+

(
log 2

2m

)2

≥ 1

2

1
m
√

2

if

x− 1√
2
≤

√
1

6

log 2

2

(
1

m
− log 2

2m2

)
.

Thus the integrand is within a factor of 2 of its maximum over this fairly large range of x,

so

h̃n ≥ anαm
1

2
2−n

(
1

6
√
m

)
.

Since an ≥ n2/2αn, by (1.3), we find h̃n = Ω(n/2n). Note that this means the average of Φ

on S is Ω(n) times its overall average; in high dimensions most of a ball is near its boundary,

but most of the ball B of radius r/2 is not so near the boundary of the ball of radius r.

Thus we see h̃n � hn for large n. Unless we are requiring a very good approximation (ε

very small), in which case η has to be small anyway, the multiplicity argument gives a better

bound on M(Aη), but asymptotically requires a much smaller η, leading to a significantly

worse bound on M(R) that we got with the Besicovitch argument. For small n, however,

the multiplicity argument is certainly better. For n = 3, we can compute h̃n exactly: we

find C(cos−1 x) = 2π(1− x), so ρ ≈ 0.61427, and h̃3 ≈ 0.04268, not much smaller than h3.

Our results are summarized in the following lemma.

Lemma 5.8. If T = ∂A, then for any ε > 0, r > 0, 0 < η < 1/2 and k > 1, we can

approximate the current T by a smooth manifold Tλ, a level set of the smoothing fr of χA
such that

M(Tλ) ≤
M(T )

(1− ε)(1− 2η)
,

and
1

|∇fr|
(x) ≤ kr

M(T )

M(Tλ)

αnβnbnan
2ηε(1− 2η)

90



for all x ∈ Tλ except those in a fraction 1/k of the area of Tλ. The support of Tλ will be

contained in an r-neighborhood of the support of T . Furthermore,

F(T, Tλ) ≤ rM(T )βnbn

(
2 +

αnan
2η

)
if η < hn, and if also η < h̃n,

F(T, Tλ) ≤ rM(T )βnbn

(
µn
βn

+
αnβnan

2η

)
.

Proof. To get the pointwise lower bound on |∇fr|, we have substituted the bound we found

for LnR into (5.13). Then we just note that as in Proposition 0.1 a function cannot exceed

its average by more than k on more than 1/k of the domain.

The set

{x ∈ A: fr(x) < λ} ∪ {x /∈ A: fr(x) > λ}

has boundary equal to T − Tλ. It is, however, contained in the union of the sets R, Aη and

Aη discussed above, since η < λ < 1 − η. Thus the bounds on flat distance come from our

bounds on the volumes of these three sets.

The lower bound on |∇fr|, together with the upper bounds on the second derivative,

gives us curvature bounds for Tλ. To see this, pick coordinates (~x, y) in space near a point p

of Tλ so that the surface is horizontal at p. The equation fr(~x, y) = λ for Tλ defines locally

a function h so that Tλ is given by y = h(~x). Then

d1f + (d2f)∇h = 0 ⇒ dh = − d1f

∂f/∂y
.

At the point p, ∇h = 0, so the second derivative is

h′′ =
d11f

d2f
.

Note that 2h′′ is the curvature of the manifold Tλ at the point p.

The bound in Lemma 5.8 involved M(T )/M(Tλ). We claim we may assume this is at

most 2. If the smoothing process was able to reduce the mass of our surface by a factor

of 2 (at the cost of perhaps not getting a good curvature bound), then just take this small

Tλ as a new T and start the process over again. Because the bounds on flat distance are

proportional to the area of T , no matter how many times we repeat this process, we still

stay close to the original T (no more than twice as far as guaranteed by the lemma).

So, we have a bound 2an/r
n+2 on the second derivative of fr, and a lower bound on the

norm of its gradient from Lemma 5.8. Precisely, |∇fr| ≥ ξ/kr except on a set B of small

measure (at most 1/k the measure of Tλ), where

ξ := ηε(1− 2η)/(αnβnbnan). (5.14)
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If we weaken the allowed bound by a factor of 1− u, then because of the second derivative

bound, we can say that |∇fr| is bounded below on a radius

µ :=
2uanξM(Tλ)

krM(T )rn+2
(5.15)

neighborhood of every point not in B. (This radius is measured in the IRm domain of h; this

neighborhood certainly includes a µ-neighborhood measured in IRn.) Combining this with

the previous paragraph, we get the following lemma.

Proposition 5.9. If we pick an approximating manifold Tλ as in Lemma 5.8, then for any

u < 1, the curvatures are bounded by

4ank

rn+1ξ(1− u)

everywhere except on a set B whose µ-neighborhood B̃ has at most 1/k of the measure of

Tλ. Here ξ and µ are defined by equations (5.14) and (5.15) above.
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Chapter 6

Final Results

Here we want to tie together the results of the previous chapters, and discuss how the

algorithm might be used in practice. We will also explain how to modify the arguments to

use energies other than surface area.

6.1 Extending our results to other surface energies.

Often what we wish to minimize is not the surface area, but some energy that depends on the

direction of the surface at any point. We take some function G on the sphere Sm, m = n−1,

and then define

G(T ) :=

∫
T

G(ξ(x)) dHmx,

where ξ is the normal vector to T at any point, to be the energy of the hypersurface T .

We assume that G is convex, meaning that if we extend it to be a (positive) homogeneous

function on IRn, it is a convex function in the usual sense, or equivalently, that its unit ball

is a convex set. The geometric significance of this is to assume that a flat plane costs no

more than any of its tent-like approximations. As in Section 3.1, knowing the cost of n

directions, we can use them together to get any convex combination. This suggests that

directions within the simplex they determine should not cost more than this combination.

To approximate surface area, we took N points evenly spaced around Sn−1, so that their

convex hull extended almost out to the sphere in every direction. To handle the energy G,

we must try in the same way to approximate its unit ball by a polyhedron. This is clearly

possible, although we might need a few more directions than for a sphere. In the case where

G is a crystalline integrand, that is, when its unit ball is polyhedral, we can obviously get a

perfect approximation by using just the crystalline directions.

If we were only interested in using the constructions of Chapter 3, these considerations

would suffice to choose directions for a multigrid. A surface whose normal direction was

nearly constant could be approximated by a surface with nearly the same energy G. How-

ever, for the cone construction of Section 4.5, we need more directions available. This cone
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construction depends on being able to approximate any plane by n surrounding grid direc-

tions which are not far away, but are also not too close. Certainly, for any energy G we

can still pick such directions. The inconvenience is merely that for crystalline G, the crystal

directions do not suffice: if for instance the Wulff shape of G is an octahedron, then we need

many more than these four plane directions to approximate the octahedron with cones. One

might hope that some other method of patching together nearly flat regions might be found,

in which these cones would not be necessary. It seems likely that crystalline surfaces can

be approximated well in a fine enough multigrid with only the crystalline directions, but we

know no way to prove this.

For any G, however, if we choose enough directions, the cone construction will work just

like it does for area. And as we remarked in Chapter 2, the linear programming algorithm

works just as well no matter what energies are put on each facet. The only remaining step of

our argument is to show that our surfaces can be taken to have small curvatures. Clearly, no

argument like the PDE bounds in Section 5.3 could work, since crystalline minimal surfaces

have sharp corners. But our convolution argument in Section 5.7 will still work.

In fact, let us look at why the average level set in the smoothing had less area. We have

some function f , and we claim that the L1 norm of its gradient is decreased by smoothing.

The proof even for the Euclidean norm uses Jensen’s inequality, so in fact it works the same

way for any convex surface energy G. Let ϕ be our smoothing function. First we note that

∇(f ∗ ϕ)(x) = ∇
∫
f(x− y)ϕ(y)dy =

∫
∇xf(x− y)g(y)dy = ((∇f) ∗ ϕ) (x).

Then ∫
G(∇(f ∗ ϕ))dx =

∫
G
(∫
∇f(y)ϕ(x− y)dy

)
dx

≤
∫ (∫

G(∇f(y))ϕ(x− y)dy
)
dx

=

∫
G(∇f(y))

∫
ϕ(x− y)dxdy

=

∫
ϕdx

∫
G(∇f(y))dy =

∫
G(∇f(y))dy.

The argument of Section 5.5, which bounds the mass that can be in the neighborhood of

the boundary, also carries over to the case of arbitrary convex integrands. The only facts we

used about area were that the area of a surface is at least the integral of the length of slices

at various radii from the boundary, and that we could construct a surface within the small

tube with area roughly lr. These are still true for other integrands G, with merely some

added constant factor. This is simply because the ratio of G to area is bounded above and

below. This provides the first proof that crystalline minimal surfaces have regions around

their boundaries where the energy is small.

Note also that we also could use energies which depended not merely on direction, but

also on position. As long as the surface energy is a Lipschitz function of position, with small
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enough spacing δ, we can still get good multigrid approximations. The flow algorithm also

still works as before, no matter what capacities are specified for each arc. This shows also

that our algorithm can be used to find minimum surfaces in manifolds with non-Euclidean

metrics—we can model surface area locally in such a manifold by some other energy in IRn.

6.2 How to find an area-minimizing hypersurface

across a boundary.

The results from the previous chapters can be combined to prove our main results, which

concern an algorithmic procedure to find area-minimizing surfaces. In Section 4.5 and Section

4.6, we showed how to approximate a surface whose curvature was mostly bounded. Then

in Section 5.7, we obtained such a bound for a smoothing of an arbitrary current. These

results combine to give the following version of the crystalline approximation theorem.

Theorem 6.1 (Crystalline Approximation). Given ε and an (n− 1)-current T , we can

pick a multigrid C such that T has a good approximation S, which is a chain in C, is flat

close to T , and has not much more mass, M(S) ≤ (1 + ε)M(T ). In fact the choice of C can

be made merely knowing ε and bounds on M(T ) and on the mass of its boundary.

Proof. The error in mass comes from three sources: the cone approximation over most of

T , the bad regions which have high curvature even after smoothing, and the region near the

boundary. Allocate ε/4 to each of these. The multigrid directions can then be chosen, as at

the end of Section 1.3, so that cone approximations can be made to this accuracy. As there,

we can have β as big as approximately ε/8n. We now must find an appropriate length scale

δ for the multigrid. We are planning to use cubic deformation in the bad regions. To ensure

that this will not increase the overall area by more than εM(T )/4, we must have less than

ε/4γn of the mass of T near its boundary (and no more than the same amount in regions of

high curvature).

The results of Section 5.5 let us choose r small enough that a 4r neighborhood of the

boundary has at most this much mass. This step unfortunately has the worst bound of any

in our argument—r must be taken exponentially small compared to ε. Given this r, we use

it as our radius of convolution in the construction of Section 5.7. In Proposition 5.9 we are

free to choose k = 4γn/ε so that the bad set has measure at most ε/4γn times that of T ,

as we needed. Given the value we know for β, Lemma 4.10 will determine what δ we must

take, once we know µ and the curvature bound from Proposition 5.9. The best choice of u

there balances these so that the two restrictions on δ in Lemma 4.10 are equal, that is, sets

µ = β/2M . Picking δ as given by that lemma gives us the multigrid we need.

We have in fact skipped over one fine point in this argument. The approximation S does

not have the same boundary as T , since its boundary must lie in the multigrid. To get our

estimate on the mass near the boundary, we must know the actual boundary of S. The
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strategy is to first pick a coarse multigrid (with large δ = δ0), in which we approximate the

boundary by cubic deformation. This δ0 is chosen small enough (given M(∂T )) to ensure

that the flat distance between the boundaries is only a small fraction ε/4 of the mass of T .

We don’t really care if we increase the length of the boundary. Now apply the approximation

above with this new boundary; the choice of r will be related to the side length δ0 of the

cubes in the boundary, by the remark at the end of Section 5.5. When we find the final

value of δ, we adjust it downwards slightly to make δ0 be an integer multiple of δ. Thus the

multigrid onto which we earlier pushed the boundary is a coarse subgrid of the final grid we

use, and we don’t have to worry about moving the boundary again.

As mentioned, all these bounds would be polynomial in the desired accuracy if we could

get a good bound on the mass near the boundary. This is currently the “bottle-neck” in the

argument. When T is a minimal surface in a low dimension, the bounds from Section 5.3

might work better for us than those from Section 5.7, mainly because of the very small r

we are currently forced to take: the PDE curvature bounds only go up like 1/r, where as

the bounds from smoothing involve a higher power. But in any situation where a decent

boundary estimate can be obtained, the smoothing bounds will be much better, since they

take advantage of the fact that we don’t need to bound curvature pointwise everywhere. If

we want to use the PDE bounds, it might be better to use the Lp bounds obtained in Section

5.1 “as is”, without going through the iteration scheme of Section 5.2. These should be able

give us good bounds over large areas. The only difficulty in doing this directly is that we

want not only the set with high curvatures, but also some neighborhood of it, to have small

mass.

Since the multigrid constructed for the last theorem did not depend on the specific current

T , but only on mass bounds, we can use that grid to find minimal surfaces. Given a boundary

cycle B, we find a multigrid in which we know that the area-minimizing spanning surface T ,

whatever it turns out to be, will have a good approximation. Then the algorithm of Chapter

2 lets us find the best surface in this multigrid.

Corollary 6.2. Given any boundary cycle in IRn, with some a priori lower bound on the

area of a possible area-minimizing surface, we can find a multigrid in which the true area-

minimizing surface has a good approximation. Thus the algorithm of Chapter 2 will let us

find a surface with no more than 1 + ε times the true minimum area.

Proof. As in the proof of the theorem, we first approximate B by some B′ in a (relatively

coarse) cubic grid, so that the area-minimizing surface spanning B′ has not much more

area. Then by the theorem, we find a finer multigrid where this minimum spanning surface,

whatever it may be, has a good approximation S. Applying the algorithm of Chapter 2 to

B′ in this finer grid must find a surface at least as good as S (since it finds the best surface

in the grid). To apply the algorithm, we need an initial surface spanning B′. Because our

modified boundary B′ lies on a cubic grid, this is easy to construct, by connecting everything

vertically to some fixed horizontal plane, and spanning the result there in the unique way.
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Note on the size of our problem. If B′ lies in some cylinder of height h and cross-section

a, then the area of the initial surface we described is no more than hM(B′) for the vertical

pieces plus (using the isoperimetric inequality) some constant times M(B′)n/m. The density

of facets in the multigrid is roughly ρ := n
(
N
n

)
δ−n, from Section 3.3. The density in any

one hyperplane is lower by essentially the large factor N/nδ. This gives us estimates for the

total number of facets A in the initial surface, and the total number V in the volume of its

convex hull. Then we know the algorithm takes time O (V 3A).

Note that although our approximation theorem Theorem 6.1 always gives surfaces which

are flat-close, the surface found by our algorithm need not be flat-close to any area-minimizing

surface. If the boundary B has two distant spanning surfaces which are local minima,

with almost the same area (within 1 + ε), then the algorithm might unavoidably find an

approximation to the “wrong” one, if it has the better approximation. Thus the strongest

statement we can hope for is the one we made—the surface we find is a feasible spanning

surface for B′, and has no more than 1 + ε times the area of the true minimum surface.

The only sticky part in using the corollary is getting a lower bound on the area, before

we know the surface. We need this because we make several claims like the one that moving

the boundary B a distance δ0 to B′ will not increase the mass of the area-minimizing surface

by more than a factor of 1 + ε/4. Clearly, if the area of the surface turns out to be small, δ0

would need to have been small.

Usually, the net-normal construction of Section 3.1 will give us a reasonable lower bound.

Occasionally (as for two parallel disks with opposite orientations) this net normal can be 0.

In such a case we can remember that the net normal was simply the maximum flux for any

constant flow. If we generalize this to allow flow fields of constant direction, but varying

magnitude, then if the boundary B links some straight line, we can get a non-zero lower

bound. In fact, given any loop linking the boundary, flow along a tubular neighborhood of

this loop gives some lower bound.

We might hope that in cases where we don’t have a good lower bound, our algorithm, run

on some coarse grid, could produce a flow that demonstrates a decent lower bound. Then

this could be used to find the appropriate δ for a second application of the algorithm. The

problem is that the flows produced, as we remarked earlier, are not feasible flows for the

continuous problem: our algorithm produces a true surface, but it is harder to find a true

flow.

Our surface (and thus the flux) might exceed the true minimum by a factor of 1 + ε.

Therefore we must expect we will need to relax the speed bound on our flow to at least

1 + ε if we try to extend the network flow to a continuous flow through space (with the

same fluxes through each multigrid facet). But in fact, we know no way to get this good a

bound. Figure 6.1 shows a generalized multigrid in which a feasible network flow has very

large speed when extended in the obvious way to a continuous flow in each cell. However,

there is much freedom in choosing a maximum flow in a network. It may be possible to show

that a network flow which spreads out as much as possible can be extended to space with

a good speed bound. This would ensure that any flow we find gives a good lower bound on
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Figure 6.1. In this generalized multigrid, a vertical flow saturated on the horizontal facets

might all get concentrated in the neck shown, without exceeding capacity bounds on any facets.

the possible surface area.
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[Lev] V. I. Levenshtĕın. On Bounds for Packings in n-Dimensional Euclidean Space.

Soviet Math. Doklady 20(1979), 417–421.

[MS] J. H. Michael and L. M. Simon. Sobolev and Mean-Value Inequalities on Generalized

Submanifolds of IRn. Comm. Pure Appl. Math. 26(1973), 361–379.

[Mil] John Milnor. Topology from a Differential Viewpoint. University of Virginia Press,

1965.

[Mor] Frank Morgan. Geometric Measure Theory: A Beginner’s Guide. Academic Press,

1988.

[Mrr] Charles B. Morrey, Jr. Multiple Integrals in the Calculus of Variations, volume 130

of Grundlehren der mathematischen Wissenschaften. Springer-Verlag, 1966.

[Nit] Johannes C. C. Nitsche. Lectures on Minimal Surfaces, volume 1. Cambridge

University Press, 1989.

[EDM] Mathematical Society of Japan. Encyclopedic Dictionary of Mathematics, volume 4.

MIT Press, second edition, 1987. Translation from the Japanese of Iwanami Sūgaku
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